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Abstract

Background: Bipolar disorder (BD) is a chronic and recurrent mental illness characterized by aternating mood episodes, with
relapse affecting up to 70% of patients within two years. Early identification of prodromal symptoms preceding mood episodesis
critical for timely intervention, yet remains challenging, especially in patients with impaired aexithymia, self-awareness or early
trauma. Wearable technologies and digital phenotyping offer novel avenues to monitor physiological and behavioral changesin
real time, potentially enabling the prediction of relapses.

Objective: This pilot study aimed to assess the feasibility and performance of general and personalized machine learning models
using smartwatch-derived physiological data for detecting and predicting mood relapses and prodromal phases in individuals
with BD.

Methods: Ten patients with BD were monitored over six months using Fitbit smartwatches continuously recording heart rate
(and heart rate variability - HRstd), deep (light leep, REM sleep, deep sleep), and physical activity (represented by the number
of steps). Monthly clinical assessments and psychometric evaluations (e.g., MADRS, YMRS) were used to label periods as
healthy, prodromal, or relapse. Anomaly detection models were trained on healthy data only and evaluated on their ability to
detect (relapse) and predict (prodromal) episodes using several time windows (1h, 4h, 24h) and features. Both general and
personalized modeling strategies were explored using unsupervised methods such as Isolation Forest, Loca Outlier Factor, and
One-Class SVM.

Results: Across 1,395 days of usable data (79% of total), 15 depressive and 8 hypomanic relapses were observed. Significant
physiological changes were detected during prodromal and relapse phases. In general models, the best-performing feature
combinations for detecting depression were HRstd and steps (Precision Recall Area Under the Curve - PR AUC = 0.67), while
light sleep and mean HR were best for hypomania (PR AUC = 0.33). Prodromal depression and hypomania could be predicted
with lower but above-chance performance (e.g., PR AUC = 0.34 for prodromal depression using light sleep). Personalized
models showed improved performance for relapse detection (e.g., PR AUC = 0.99 for one patient), but not for prodromal
prediction, likely due to limited data (median of 2—4 prodromal days per patient).

Conclusions; Smartwatch-derived physiologica signals combined with unsupervised anomaly detection methods can effectively
detect mood relapses and, to a lesser extent, predict prodromal states in BD. General models are more suitable for predicting
prodromes, whereas relapse detection benefits from personalized approaches. These findings support the integration of wearable
monitoring and Al into clinical practice to anticipate relapses and enable timely intervention. Clinical Tria: Clinical Trials.gov
Identifier: NCT04703972
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Background: Bipolar disorder (BD) is a chronic and recurrent mental illness characterized by
alternating mood episodes, with relapse affecting up to 70% of patients within two years. Early
identification of prodromal symptoms preceding mood episodes is critical for timely intervention, yet
remains challenging, especially in patients with impaired alexithymia, self-awareness or early
trauma. Wearable technologies and digital phenotyping offer novel avenues to monitor physiological
and behavioral changes in real time, potentially enabling the prediction of relapses.

Objective: This pilot study aimed to assess the feasibility and performance of general and
personalized machine learning models using smartwatch-derived physiological data for detecting and
predicting mood relapses and prodromal phases in individuals with BD.

Methods: Ten patients with BD were monitored over six months using Fitbit smartwatches
continuously recording heart rate (and heart rate variability - HRstd), sleep (light sleep, REM sleep,
deep sleep), and physical activity (represented by the number of steps). Monthly clinical assessments
and psychometric evaluations (e.g., MADRS, YMRS) were used to label periods as healthy,
prodromal, or relapse. Anomaly detection models were trained on healthy data only and evaluated on
their ability to detect (relapse) and predict (prodromal) episodes using several time windows (1h, 4h,
24h) and features. Both general and personalized modeling strategies were explored using
unsupervised methods such as Isolation Forest, Local Outlier Factor, and One-Class SVM.

Results: Across 1,395 days of usable data (79% of total), 15 depressive and 8 hypomanic relapses
were observed. Significant physiological changes were detected during prodromal and relapse
phases. In general models, the best-performing feature combinations for detecting depression were
HRstd and steps (Precision-Recall Area Under the Curve - PR AUC = 0.67), while light sleep and
mean HR were best for hypomania (PR AUC = 0.33). Prodromal depression and hypomania could be
predicted with lower but above-chance performance (e.g., PR AUC = 0.34 for prodromal depression
using light sleep). Personalized models showed improved performance for relapse detection (e.g., PR

AUC = 0.99 for one patient), but not for prodromal prediction, likely due to limited data (median of
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2—-4 prodromal days per patient).
Conclusions: Smartwatch-derived physiological signals combined with unsupervised anomaly
detection methods can effectively detect mood relapses and, to a lesser extent, predict prodromal
states in BD. General models are more suitable for predicting prodromes, whereas relapse detection
benefits from personalized approaches. These findings support the integration of wearable
monitoring and Al into clinical practice to anticipate relapses and enable timely intervention.

Trial Registration: ClinicalTrials.gov Identifier: NCT04703972

Keywords: bipolar disorder; relapse; prediction; detection; personalization; smartwatches; anomaly

detection; digital phenotyping; biomarker detection.
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1. Introduction

Bipolar disorder (BD) is a chronic mental illness defined by alternating episodes of depression and
mania or hypomania [1]. It affects approximately 1 to 2% of the population [2] according to the most
restrictive definitions, falling to around 5% with the broader definitions [3], and frequently leads to
chronic functional and cognitive disorders, associated with a reduced quality of life [4]. Despite
treatment advancements, relapses remain prevalent, affecting up to 70% of patients within two years
of initiating therapy [5]. Preventing relapses is vital to mitigate acute complications, cognitive
decline, treatment resistance, and long-term disease progression [6]. One of the most promising
strategies for relapse prevention is the timely identification of early warning signs (EWS) that often
precede mood episodes by days or even weeks. Psychoeducation has demonstrated its effectiveness
in delaying relapses by helping patients recognize and manage these prodromal symptoms, thereby
improving overall functioning and reducing hospitalizations [7,8]. However, EWS are frequently
subtle, heterogeneous, and often missed—especially in individuals with impaired insight or
emotional awareness—highlighting the urgent need for more objective, reliable, and continuous
methods to detect these early indicators.

However, detecting EWS remains a major clinical challenge due to their subtle, non-specific,
and highly variable presentation across individuals and episodes. These signs often emerge gradually
and may go unnoticed by both patients and clinicians, especially in individuals with limited
emotional awareness (e.g., high alexithymia) or histories of early life adversity, which are both
prevalent in BD and associated with reduced interoceptive accuracy [9-11]. Moreover, EWS may be
internal (e.g., changes in thought patterns or energy levels) and difficult to verbalize or quantify,
further complicating early detection. Stressful life events are among the most consistent and
powerful triggers of relapse, mediated by alterations in the hypothalamic-pituitary-adrenal axis and

impaired stress reactivity [12-14]. Even during remission, BD patients exhibit elevated baseline
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cortisol levels and reduced diurnal variation, suggesting a persistent state of allostatic load that may
lower the threshold for future mood episodes [15,16].

In this context, continuous, objective monitoring of physiological markers of stress and
arousal—such as heart rate, heart rate variability, skin temperature, and electrodermal activity—
offers a promising alternative to traditional self-reported approaches. These biomarkers are now
accessible through consumer-grade wearable devices like smartwatches, which enable unobtrusive
and scalable long-term monitoring in real-world environments [17-19]. Digital phenotyping, which
involves the continuous collection of behavioral and physiological data via wearables and
smartphones, offers a promising and personalized avenue to anticipate relapse trajectories in BD by
capturing subtle changes in real time [20]. This approach facilitates the early identification of
prodromal symptoms—often elusive in clinical settings—enabling timely, proactive interventions
that may prevent full-blown episodes and reduce the burden of reactive treatment strategies [21,22].
When integrated with artificial intelligence, digital phenotyping can go beyond mere monitoring:
combining passive sensor data with clinical, demographic, and stress-related variables holds the
potential to markedly enhance the prediction of individual relapse risk [23,24]. In particular,
wearable technologies such as smartwatches provide continuous, non-invasive tracking of
physiological markers like heart rate, sleep architecture, and physical activity—key domains known
to fluctuate prior to mood episodes [25,26]. Yet, despite the growing body of evidence supporting
this approach, a major unmet need remains: the ability to detect prodromal changes not just
concurrently, but days in advance—allowing for genuinely preventive, personalized care. Most
existing models focus on relapse detection rather than prediction, and few studies have
systematically evaluated the performance of general versus individualized algorithms in capturing
early warning signals.

To address this gap, the present pilot study introduces a novel framework that leverages

smartwatch-derived physiological and behavioral data to develop both general and personalized
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machine learning models. Using unsupervised anomaly detection techniques, we aim to identify
patterns that reliably signal emerging prodromal states and imminent relapses in BD. By comparing
different time windows, feature sets, and modeling strategies, our goal is to assess the feasibility and
accuracy of this approach, and ultimately to pave the way for scalable, real-time prediction tools

tailored to the unique trajectories of individuals with BD.

2. Method

2.1.Participants

BD patients were recruited at the Grenoble-Alpes University Hospital. Inclusion criteria were a BD
diagnosis defined by DSM-5 [1] for patients and diagnosed by a psychiatrist, an age between 18 and
75 years old. Exclusions criteria were other principal psychiatric diagnoses than BD, lack of fluency
in French. 10 patients were included (6 females, 4 males). This study was approved by the French
Institutional Ethic Committee (CPP Ile-de-France VII: ID-RCB 2020-A00637-32) and was compliant
with international standards for tests involving human participants (Helsinki Declaration of 1975, as

revised in 2008). The experiment was registered at ClinicalTrials.gov (NCT04703972).

2.2.Study design

Participants were monitored over six months, with data collected through smartwatches, self-
reported questionnaires, and monthly clinical evaluations. At the first visit, participants were
provided with Fitbit Inspire HR smartwatches to continuously record heart rate, activity, and sleep
metrics. Psychometric evaluations were conducted using clinician-administered scales, including
Young Mania Rating Scale (YMRS) and Montgomery Asberg Depression Rating Scale (MADRS).
The devices were worn continuously by the patients, who also attended monthly follow-ups for data
evaluation and a clinical interview with a psychiatrist to determine whether any mood episodes had

occurred in the previous month.
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2.3.Data management and analysis

We adapted the methodology developed by our group in a prior study [27] to focus more specifically
on prodromal phase detection. The novelty here is that we focus more on prodromal phases of the
mood episodes. A model is trained using unsupervised anomaly detection methods using feature
vectors extracted from only non-relapse days. An “anomaly score” is used to assess if a new feature
vector is from a relapse day or not. The higher this score is the more the data is considered as a
relapse. We systematically compared multiple features, anomaly detection methods, and time
windows within two modeling approaches: a general framework, trained on data pooled across all
participants, and a personalized framework, in which a separate model was developed for each
individual patient. The models are evaluated on their ability to “detect” the relapses periods but also

to “predict” them (i.e. detect prodromal phases).

2.3.1. Participants and Labeling
Clinical phases—including acute episodes (relapses), euthymic states, and periods with prodromal or
residual symptoms—were identified during monthly visits based on psychiatrist evaluations, patient
self-reports, and daily mood diaries. Relapse states were categorized, with specific temporal
boundaries, as minor depression, major depression, hypomania, mania. For our study, we will
consider minor and major depression together (labeled D) and as no mania relapse occurred, only
hypomania is considered (labeled M). One week (seven days) before the relapse, we label data as
prodromal period (Dp for depression, Mp for mania) and one week after, we label data as residual
period (Dr for depression, Mr for mania) due to potential residual symptoms. Remaining days labels

are defined as “healthy” (H), intercritical, mood-stabilized periods.

2.3.2. Feature Extraction

https://preprints.jmir.org/preprint/85815 [unpublished, non-peer-reviewed preprint]
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Behavioral data were continuously collected through Fitbit devices, providing information about (i)
daily activity, (ii) sleep, and (iii) heart rate patterns. These data were split into 5-minutes time
windows for each day.

Not used as an input feature for model training, a binary indicator wearing watch (WW) was
computed to determine whether the participant was wearing the Fitbit during each time window. This
measure was crucial for assessing data quality, as missing or unreliable data were often linked to
periods when the device was not worn.

The data were preprocessed such that any missing data points (e.g., no recorded steps or heart
rate during a time window) were handled appropriately. When no data was available, the
corresponding feature values were set to “NalN” (Not a Number), a standard placeholder indicating
missing or undefined numerical data. Additionally, if more than three HR measurements were
available within the time window, HR variability (HRstd) could be calculated and supplementary
“wearing watch” was set to one, indicating active participation; otherwise, "wearing watch" was set
to zero for the corresponding time window. For time windows where no steps or sleep data were
recorded but “wearing watch” was set to one due to existing HR values, the participant was
considered nor sleeping, nor walking and the sleep and step features were set to zero for the
corresponding time window. In total, seven features were computed per time window:

i.  Steps: (1) The total number of steps detected during the 5-minutes time window. This
provides a measure of physical activity.

ii.  Sleep Metrics: The proportion of time spent in each of the following states: (2) light sleep,
(3) REM sleep, (4) deep sleep (5). The total sleep proportion (sum of light, REM, and deep
sleeps) is also calculated to represent overall sleep activity during the time window.

ii. ~Heart Rate (HR): (6) The mean heart rate (HRmean) during the 5-minutes window,
providing insight into cardiovascular activity. Additionally, (7) the standard deviation of heart

rate (HRstd) was computed as a measure of variability.
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2.3.3. Feature Aggregation
For each participant, daily feature vectors were constructed by aggregating the data from the 5-
minutes windows into larger time intervals: 1 hour, 4 hours, and 24 hours. This process involved
summing the steps over each larger time window, while the sleep metrics and heart rate features and
the wearing watch indicator were averaged over the same period. The aggregation was performed for
each of the three-time windows (1-hour, 4-hour, and 24-hour), resulting in three distinct datasets for
each participant:
e For 1-hour windows: 7 features were summed (Steps) or averaged (Sleep, HR): 1 steps, 4
sleep metrics and 2 HR metrics.
e For 4-hour windows: the aggregation process was repeated with a similar approach.

e For 24-hour windows: a daily summary of the features was produced.

The wearing watch entry is used only for handling missing data and not for training the models, it
is not considered as a feature. The final features vector size varied depending on the time window
chosen:

» 168 features for the 1-hour time window (24 hours x 7 features).

o 28 features for the 4-hour time window (6 segments of 4 hours x 7 features).

o 7 features for the 24-hour time window (1 full day x 7 features).

2.3.3.1. Handling Missing Data
As wearable data can be incomplete, missing information was a critical issue to address in the dataset
construction. Instances where no data or labels were available for an entire day were discarded from
the analysis. Additionally, days where the "wearing watch" feature represented less than 90% of the

total day (indicating the participant did not wear the device consistently) were excluded to ensure
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sufficient data quality.

For the remaining days, where individual features were missing within a given time window,
we imputed the missing values with the mean of the corresponding feature values from the “healthy”
state (labeled H). This approach was chosen because it preserves the distribution of healthy data and
minimizes the bias introduced by extreme values. This approach, following the methodology in
previous studies [27], helps ensure that the dataset remains reliable while accounting for occasional

missing data without introducing significant bias.

2.3.3.2. Normalization
Standard preprocessing for machine learning was applied to normalize the feature vectors. For each
participant, features were normalized using z-score normalization, where the feature value was
subtracted by the mean and divided by the standard deviation computed over the “healthy” state (H)
data. The normalization parameters (mean and standard deviation) are calculated only on the training
set and applied unchanged to the validation and test sets.This normalization ensures that features are
on a comparable scale and removes individual patient-specific biases, allowing the model to

generalize across subjects.

2.3.4. Data Partitioning
For effective machine learning model evaluation, appropriate data partitioning is crucial. Data were
randomly split into training, validation, and test sets. The test set was selected once, while training
and validation sets were split 10 times, with results averaged over the 10 iterations.

For all partitioning schemes, only Healthy data (labeled H) were used to train the models, as
anomaly detection requires data representing the "normal" state for training purposes. Training data
comprised half of the Healthy data, while the remaining data (healthy and non-healthy) were split

separately for each label: 40% for validation and 60% for testing. This setup ensured that validation
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and test sets were representative of the different clinical states.

2.3.5. Anomaly Detection Methods
Several unsupervised anomaly detection methods were tested in this study, including One-Class
Support Vector Machine (OCSVM), Isolation Forest (IF), and Elliptic Envelope (EE), Local outlier
Factor (LOF). Autoencoders were not included, as previous work has shown that classical anomaly
detection techniques perform better when dealing with small sample sizes and the computational cost
of autoencoders is considerably higher. See supplementary materials for more details.

Each method produces an anomaly score indicating how much a given feature vector deviates
from the healthy baseline. These anomaly scores were then used to classify the data into either
normal (Healthy) or anomalous (Relapse, Prodromal). The models were trained either in a general
manner (combining data from all participants to train a generic model) or in a personalized manner

(training a separate model for each patient).

2.3.6. Evaluation Metrics
The performance of the anomaly detection methods was evaluated using several metrics, including
the Area Under the Receiver Operating Characteristic Curve (ROC AUC), the Precision-Recall Area
Under the Curve (PR AUC), and Mean AUC (the average of ROC AUC and PR AUC). Additionally,
sensitivity (TP/(TP+FN)) and specificity (TN/(TN+FP)) were computed at the optimal threshold
determined using the ROC curve as the point maximizing TP/FP, providing insights into the models'
ability to correctly classify both healthy and anomalous states, TP corresponding to the number of
cases correctly identified as patient, FP the number of cases incorrectly identified as patient, TN the
number of cases correctly identified as healthy, and FN the number of cases incorrectly identified as

healthy. Figure 1 summarizes the methodology used for this study.
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* Recruitment of bipolar disorder (BD) patients (N=10) at Grenoble-Alpes University Hospital.

* 6 months continuous monitoring using Fitbit smartwatches.
Data * Monthly clinical evaluations (YMRS, MADRS).

Collection )

* Raw data segmented into 5-minute windows.

ZHUCE e Features: physical activity (steps), sleep (light/REM/deep), heart rate (mean & std).
Extraction J

* Labeling of days: Healthy (H), Depression (D), Hypomania (M), Prodromal symptoms for depression (Dp) or mania (Mp), and

Clinical Residual symptoms for depression (Dr) or mania (Mr).
Labeling 2

* Aggregation into 1h / 4h / 24h time windows (3 datasets).

U e Sum (steps, sleep) + mean (HR).
Aggregation )

* Missing data handled via wearable status and H-state imputation.

Data * z-score normalization based on Healthy days.
Cleaning y.

vodel B Unsupervised anomaly detection models: OCSVM, Isolation Forest, Elliptic Envelope, LOF.

Training )

» Performance metrics: ROC AUC, PR AUC, Sensitivity, Specificity.

Figure 1. Overview of the study pipeline. After inclusion, participants wore smartwatches
continuously and underwent monthly clinical assessments over 6 months. Raw data (steps, sleep,
heart rate) were preprocessed and segmented into 5-minute time windows, then labeled according to
clinical status (healthy, relapse, prodromal, residual). Features were aggregated over three time
windows (1h, 4h, 24h), normalized, and used to train and evaluate unsupervised anomaly detection
models aiming to detect and predict mood episodes. BD = bipolar disorder; HR = heart rate;
OCSVM = One-Class Support Vector Machine; LOF = Local outlier Factor; PR AUC = Precision-
Recall Area Under the Curve; REM = rapid eye movement; ROC AUC = Area Under the Receiver

Operating Characteristic Curve.

3. Results

3.1.Participants
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The Table 1 gives the age, gender, and number of relapses for each patient. Among the 10 recruited

patients, two discontinued participations in the study before six months, the 6th subject (S06) and the

9th subject (S09).
Subjec | Ag | Gende BD Number of depressive | Number of hypomanic
t e r subtype relapses relapses
So1 47 F Typel 0 2
S02 44 M Type II 2 1
S03 53 F Typel 1 1
S04 34 M Type I 1 1
S05 43 F Type 11 5 4
S06 49 F Type I 1 0
S07 56 F Type 11 2 0
S08 36 F Type 11 2 0
S09 28 M Type 11 0 0
S10 50 M Type II 1 0
Total 15 8

Table 1: Patients socio-demographic data, follow-up duration, BD subtype and number of

mood relapses. BD = bipolar disorder; F = Female; M = male; S = Subject

3.2.Data availability

The Table 2 summarizes the number of days available for statistical analysis and machine learning

methods across 1767 days of experimentation, all patients included. Of these, 1395 days (79%) were

deemed relevant, with the Fitbit worn at least 90% of the time. The low proportion of missing days

(21%) highlights strong adherence to the protocol. Exclusions were mainly due to interruptions

caused by Fitbit recharging.

Patients generally had more healthy days than relapse days, except for SO3 and S05. S03

experienced a prolonged depressive phase followed by persistent hypomania until the study’s end.

S05 alternated between depression and relapses throughout the study, with few remission days.

https://preprints.jmir.org/preprint/85815
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Duration Wearing watch (90% of D|D M| M
H| D M
(days) time) pP| T p|r
So01 215 133 9% | 0 |0 |0]20]11] 6
S02 208 191 143 6 [12|7 (9| 7 |7
S03 217 177 37 /108 7 1 0]25/ 0 | O
S04 182 142 98 |16 |2 |6[13] 7|0
S05 187 141 12 [ 54 26| 4 |23] 12 |10
S06* 105 89 66 |10 6|70/, 0]0
S07 201 184 103| 57 [13[11{0 | 0 | O
S08 180 178 93 |57 [14|14]{ 0] 0 | O
S09* 85 52 52/ 0/]0|j0]0]J0]O
S10 187 108 91(17/0|0|0]J 01O
Tota
: 1767 1395 791(325|80(49(90| 37 | 23

Table 2: Number of Valid Days per Clinical State and Wearable Compliance for Each
Participant. For each patient, the total number of days the watch has been worn (duration in days),
the number of days kept for the analysis (wearing fitbit (90%)) and kept for the analysis for each
label (H, D, Dp, Dr, M, Mp, Mr). D = minor and major depression together; Dp = prodromal
depression; Dr = residual depression; H = healthy or remitted period; M = hypomania; Mp =

prodromal mania; Mr = residual mania; S = subject.

3.3.Comparative analysis of relapse and healthy states

The results present statistical analyses comparing relapse states to the healthy state. For all patients
combined, mean values and standard deviations of features are compared to normalized values (mean
= 0, standard deviation = 1) for the healthy state. Several features show significant differences, such
as standard deviation of heart rate variability (HRstd), sleep (total duration), and light sleep, which
are significant in both depression and prodromal depression. An increase in sleep proportion is
observed during depression and prodromal depression, indicating potential EWS. Light sleep follows
a similar trend, while deep and REM sleeps decrease during hypomania and hypomania prodromal
phases. Standard deviation of heart rate variability (HRstd) decreases during prodromal phases but

increases during depression (Table 3).
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Sleep
All HR Light Deep
HRstd Steps (total REM
patients | mean sleep sleep
duration)
-0.16 0.37 0.5 -0.06
D 0.36 (1.8) | 0.23 (1.3)* 0.064 (1)
(1.4) (1.9)* L7)*** | (L1
-0.39 -0.36 0.47 0.26 0.17
Dp -0.076 (1) | 0.38 (1)**
(L.2)** | (L.1)** (L3)** | (L1)* (0.97)
D -0.82 -0.071 -0.19 -0.059 -0.0027 -0.063 0.05
r
(1.3 (1.4 (0.89) (0.9) €)) €)) (0.88)
0.032 0.49 -0.37 -0.15 -0.27 -0.36
M 0.26 (1.6)
(1.5) (1.5)%* (1.6)** (1.9) (1.2)* (1.3)%*
0.53 0.49 -0.45 -0.2 -0.39
Mp 0.59 (1.8) -0.5 (1)**
(1.6) (1.2)%* (0.96)** (0.97) ()*
0.38 -0.13 le-16 -0.098 -0.19
Mr -0.06 (2) 0.1 (1.6)
(1.2) (0.88) (0.99) (1.9) (1.7)

Table 3: Mean and standard deviation and significance of each feature for each state. D = minor
and major depression together; Dp = prodromal depression; Dr = residual depression; M =
hypomania; H = healthy or remitted period; HRmean = mean heart rate; HRstd = standard deviation
of heart rate variability; Mp = prodromal mania; Mr = residual mania. Light sleep, deep sleep and

REM corresponding to sleep stages.

Individual analyses revealed significant variability between patients. For instance, mean HR
decreased during depressive states for some patients (S04, S05, S06, S10) but increased during
hypomania for SO1 and during prodromal hypomanic phases for S02 and S04. Sleep patterns also
varied: S02 exhibited decreased sleep during depression, while SO5 showed a notable increase. These
findings emphasize the need for personalized approaches to model patient-specific variations. See

supplementary materials for more details.

3.4.General approach: anomaly detection using all subjects
3.4.1. Relapse detection
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All combinations of features, models, and time windows were tested, and the best model was
selected based on the highest mean of ROC AUC and PR AUC scores. The tables in supplementary
materials summarize the selected models, their features, time windows, and performance metrics,
including mean ROC AUC, PR AUC, sensitivity, and specificity over 10 runs, along with 95%
confidence intervals (calculated as 1.96 times the standard deviation). Sensitivity and specificity are
reported for the threshold on the anomaly score that maximizes the true positive samples (TP) to
false positive samples (FP) ratio.

When relapse (depression and hypomania) is considered as an anomaly, the random PR AUC
baseline is 0.52. The best single feature is HRstd, and combining Steps and Light (sleep) improves
performance. The 24-hour time window is most effective, indicating global patterns. Isolation
Forest and Local Outlier Factor are the best models for one and two features, respectively, with
significant performance improvements when using two features (p=0.0004) and three features
(p=0.03), but adding a fourth feature offers no benefit (p=0.2). For depression as an anomaly, the
baseline PR AUC is 0.45. HRstd is the best feature, with Steps improving performance when
combined with it (p=0.009). Adding a third feature offers no significant improvement (p=0.3).
For hypomania as an anomaly, the baseline is 0.19. Lightis the best single feature, and
combining HRmean and Steps performs better (p=0.0004). A 1-hour time window is optimal, and

adding a third feature (REM) improves performance (p=0.006), but a fourth feature does not (p=0.1).

3.4.2. Prodromal phases detection
For detecting prodromal phases, the best features selected for depression and hypomania anomalies
were applied to prodromal depression and prodromal hypomania, respectively. The random PR AUC
baseline is 0.16 for prodromal depression and 0.07 for prodromal hypomania, with results exceeding
these baselines, suggesting the potential for detecting prodromal phases using the selected features.

For prodromal depression, the model with two features performs slightly worse than the single-
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feature model, though not statistically significantly (p=0.1). However, the three-feature model, which
was not chosen for depression, performs significantly better (p=0.004). For prodromal hypomania,
the models perform well, with performance improving as more features are added. The
improvements are statistically significant, with p=0.03 when increasing from one to two features, and
p=0.001 from two to three features.

Specific models for prodromal phase detection were selected based on their performance in
detecting prodromal rather than relapse phases. While the results are slightly better than those using
relapse data, they are less robust due to the smaller sample size. For prodromal depression as an
anomaly, the two-feature model does not significantly outperform the one-feature model (p=0.06)
and shows lower performance. The best feature for prodromal depression is Light,
whereas HRstd was the best for depression. The best combinations involve a 24-hour time window,
with HRstd still performing well. The two-feature model is not significantly better than the one-
feature model (p=0.064). For prodromal hypomania, the two-feature model performs better (p=0.01),
and adding a third feature improves accuracy, though not significantly (p=0.2). The optimal model
includes a 1-hour time window, with HRmean and REM being the best features, even when used

individually. See supplementary materials for more information.

3.5.Personalized models

In this section, a model is trained for each patient. The best models are selected based on validation
performance, evaluated using the mean AUCs (ROC and PR AUC). Due to the low number of
samples and the high computation requirements, not all feature combinations were tested. Instead,
features were selected by modality: HR (combining HRmean and HRstd), Steps, Sleep (total), and
SleepD (combining Light, Deep, and REM sleep features). Given the small sample size, most of the
selected models use only one feature, with two-feature models presented only when they were more

relevant.
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3.5.1. Relapse detection
The results are presented separately for depression and hypomania, as separating these conditions
was shown to yield better performance. For depression as an anomaly, when patients are considered
individually, the results are significantly higher, with feature selection varying by patient. The two-
feature model is only selected for SO3 (p=0.001), while one-feature models are chosen for the other
patients. The 24-hour time window is relevant for most, but smaller time windows are beneficial
for S04, S07, and S08. These improved results should be viewed cautiously due to the small sample
size for validation. For hypomania as an anomaly, performance is again much higher than with
general models. A 1-hour time window is selected for S02, while 4-hour time windows are chosen

for S04. For other patients, the 24-hour time window is used.

3.5.2. Prodromal phases detection with relapse models
The models selected using corresponding relapse data for depression prodromal and hypomania
prodromal are evaluated here. For prodromal depression as an anomaly, results are higher than those
from general models. The ROC AUC is above random performance (0.5) for most patients, except
for S06, which has a very small validation sample (only 2 prodromal depression samples), making
the result unreliable. SO8 also shows poor performance, possibly due to the use of small time
windows that may not be robust. For prodromal hypomania as an anomaly, results are generally poor,
with the exception of SO1. Only SO1 and SO5 have 4 validation samples for hypomania, while other

patients have only 2, which likely contributes to the lower performance.

3.5.3. Prodromal phases detection with specific models
The performance is higher when we select specific features, time windows and models for the
considered task. However, it is important to notice, that with such small set of samples, this could be
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due to overfitting. We will evaluate that in the final section with the test set.

3.6.Testing the final models

Pouchon €t al

Here we evaluate the performances of the selected models on the test set. First, we use rather the

general models, than the personalized ones. For the general models, the Table 4 gives the results. We

can see that, even bellow the results from validation, the results are above random guess even for

prodromal states. We can also observe that prodromal states benefit from a dedicated model choice

even with a small number of samples. This should be nuanced by the fact that we do not have many

samples for prodromal states.

State Mode | mean ROC PR | sensitivit | specificit
State Features T™W
M 1 AUCs AUC AUC y y
HRstd 24h
D D LOF 0.67 0.67 0.67 0.05 1.00
Steps r
Steps
M M HRmean 1hr | LOF 0.47 0.61 0.33 0.10 0.99
REM
HRstd 24h
D Dp LOF 0.37 0.56 0.18 0.24 0.84
Steps T
24h
Dp Dp Light LOF 0.50 0.66 0.34 0.02 1.00
r
Steps
M Mp HRmean 1hr | LOF 0.37 0.61 0.13 0.10 0.99
REM
REM
Mp Mp lhr | IF 0.39 0.63 0.16 0.05 1.00
Hrmean

Table 4: Performance of general models on the test set by clinical state and selected features.

StateM is the state used to choose the model. State is the state used for evaluation with the test set. D

= minor and major depression together; Dp = prodromal depression; Dr = residual depression; EE =

elliptic envelope; IF = isolation forest; M = hypomania; H = healthy or remitted period; Hrmean

mean heart rate variability; HRstd = standard deviation of heart rate variability; Mp = prodromal

mania; Mr = residual mania; OCSVM = one-class support vector machine; LOF = Local Outlier

https://preprints.jmir.org/preprint/85815
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Factor; PR AUC = precision-recall area under the curve; ROC AUC = area under the receiver
operating characteristic curve (ROC AUC); TW = time window. Light, deep and REM corresponding

to sleep stages.

For personalized models, the problem is amplified, more particularly for prodromal states.
Personalized models show superior performance for relapse detection, but their benefit for prodromal
prediction is limited. This is likely due to the too small amount of data used to select models and to
evaluate performance in the validation and in the testing sets. The Table 5 summarizes the results on
the testing set for depression as anomaly, the Table 6 for hypomania as anomaly, the Table 7

Depression prodromal as anomaly, and the Table 8 for Hypomania prodromal as anomaly.

Subjec | Feature mean ROC PR sensitivit | specificit
TW | Model
t s AUCs AUC AUC y y
S02 SleepD | 24hr EE 0,42 0,74 0,11 1 0,62
S03 Steps 24hr EE 0,86 0,77 0,95 0,39 1
HR OCSVv
S03 24hr 0,93 0,88 0,98 0,58 1
Steps M
S04 Sleep 4hr EE 0,59 0,75 0,42 0,56 0,9
S05 HR 24hr | LOF 0,95 0,91 0,99 0,81 1
OCSsv
S06 HR 24hr 0,53 0,71 0,36 0,67 0,79
M
OCSVv
S07 SleepD | 4hr 0,49 0,47 0,51 0,15 0,9
M
OCSv
S08 HR 1hr 0,63 0,57 0,68 0,09 1
M
S10 Sleep 24hr | LOF 0,47 0,53 0,42 0,4 0,81

Table 5: Personalized models per subject for depression as anomaly. EE = elliptic envelope;
Hrmean = mean heart rate variability; HRstd = standard deviation of heart rate variability; IF =
isolation forest; LOF = Local Outlier Factor; Mp = prodromal mania; Mr = residual mania; OCSVM
= one-class support vector machine; PR AUC = precision-recall area under the curve; ROC AUC =

area under the receiver operating characteristic curve (ROC AUC); S = subject; SleepD = combining
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of Light, Deep, and REM features; TW = time window.

Subje | Featur | T | Mode mean ROC PR | sensitivit | specifici
ct es W 1 AUCs AUC | AUC y ty
24h
S01 Sleep EE 0,67 0,71 0,64 0,33 1
r
S02 Sleep | 1hr IF 0,31 0,52 0,11 0,6 0,67
24h
S03 Steps EE 0,82 0,79 0,84 0,4 1
r
HR 24h | OCSV
S03 0,84 0,81 0,87 0,4 1
Steps T M
OCsV
S04 SleepD | 4hr 0,38 0,54 0,22 0,14 0,97
M
24h | OCSV
S05 Steps 0,54 0,36 0,73 0,54 0,67
T M

Pouchon €t al

Tables 6: Personalized models per subject for hypomania as anomaly. EE = elliptic envelope;

Hrmean = mean heart rate variability; HRstd = standard deviation of heart rate variability; IF =

isolation forest; Mp = prodromal mania; Mr = residual mania; OCSVM = one-class support vector

machine; PR AUC = precision-recall area under the curve; ROC AUC = area under the receiver

operating characteristic curve (ROC AUC); S = subject; SleepD = combining of Light, Deep, and

REM features; TW = time window.

Subjec | Feature mean ROC PR sensitivit | specificit
TW | Model
t s AUCs AUC AUC y y
S02 Sleep 24hr IF 0,31 0,38 0,24 0,14 1
S03 Steps 24hr EE 0,42 0,57 0,28 0,25 0,91
S05 SleepD 1hr IF 0,87 0,79 0,96 0,67 1
S06 SleepD 4hr IF 0,28 0,44 0,12 0,33 0,79
OCSsv
S07 HR 1hr 0,32 0,47 0,17 1 0,23
M
S08 Steps 24hr IF 0,3 0,41 0,18 1 0,19

Tables 7: Personalized models per subject for depression prodromal as anomaly. EE = elliptic

envelope; Hrmean = mean heart rate variability; HRstd = standard deviation of heart rate variability;

https://preprints.jmir.org/preprint/85815
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IF = isolation forest; Mp = prodromal mania; Mr = residual mania; OCSVM = one-class support
vector machine; PR AUC = precision-recall area under the curve; ROC AUC = area under the
receiver operating characteristic curve (ROC AUC); S = subject; SleepD = combining of Light,

Deep, and REM features; TW = time window.

https://preprints.jmir.org/preprint/85815

Subjec | Feature mean ROC PR sensitivit | specificit
TW | Model
t s AUCs AUC AUC y y
S01 Sleep 24hr EE 0,21 0,3 0,12 1 0,11
S02 Sleep 1hr IF 0,17 0,29 0,06 0,25 0,83
OCsV
S04 SleepD 4hr 0,25 0,41 0,09 1 0,21
M
OCSV
S05 Steps 24hr 0,59 0,52 0,65 0,71 0,67
M

Table 8: Personalized models per subject for hypomania prodromal as anomaly. Hrmean =
mean heart rate variability; HRstd = standard deviation of heart rate variability; Mp = prodromal
mania; Mr = residual mania; OCSVM = one-class support vector machine; PR AUC = precision-
recall area under the curve; ROC AUC = area under the receiver operating characteristic curve (ROC

AUC); S = subject; SleepD = combining of Light, Deep, and REM features; TW = time window.

4. Discussion

This study explores the feasibility of using smartwatch-derived physiological and behavioral data to
detect and predict relapses in BD, including the identification of prodromal phases. By employing a
novel approach using unsupervised anomaly detection methods, we highlight key findings that
contribute to understanding BD progression and potential intervention strategies.

Our findings suggest that wearable devices can be useful tools for monitoring BD symptoms
and may aid in relapse detection; however, predictive performance for prodromal phases remains
modest. The models developed demonstrated reliable performances in detecting both depressive and

hypomanic episodes. For example, heart rate variability (HRstd) and sleep metrics emerged as

[unpublished, non-peer-reviewed preprint]
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critical features, aligning with previous research on the physiological underpinnings of mood

disorders [17,18,28].

4.1.Main results

Generalized models incorporating features like HRstd, steps, and sleep data showed significant
predictive capability. Depression states exhibited increased sleep proportions during and before the
relapse and decreased HRstd before the relapse and increased HRstd during it, indicative of
physiological modification before a depressive episode. Hypomanic states, conversely, were marked
by reduced sleep quality and elevated HRstd during and before episodes, reflecting heightened
autonomic arousal. These findings support existing literature on sleep disturbances and autonomic
dysregulation in BD [13,29].

Importantly, these results echo recent findings showing that sleep and HR variability may act
as digital biomarkers of mood instability, especially when derived from passive, real-world
monitoring [30,31]. In particular, variability in sleep duration and efficiency has been associated with
increased risk of relapse in BD, even in the absence of overt mood symptoms [32]. Moreover, we
observed a dynamic pattern in HR variability across phases: HRstd tended to increase during
depressive relapses, likely reflecting heightened sympathetic nervous system activity linked to
internal stress and ruminative processes [33], whereas its reduction during prodromal phases may
signal decreased autonomic flexibility or a hypo-aroused physiological state that precedes episode
onset. This interpretation is supported by longitudinal data in adults showing that lower resting HRV
predicts the emergence of depressive symptoms over time [34].

Detecting prodromal phases posed a greater challenge due to limited data availability.
Nevertheless, models trained specifically for prodromal states demonstrated better performance than

those adapted from relapse detection models when leveraging general models’ frameworks. Recent

https://preprints.jmir.org/preprint/85815 [unpublished, non-peer-reviewed preprint]



JMIR Preprints Pouchon et a
literature highlights the complexities of digital phenotyping in BD relapse prediction. For instance,
Chen and Liu (2025) discuss paradoxical patterns in behavioral data, suggesting that subtle changes
in activity or physiological signals may precede mood episodes, supporting the potential utility of
personalized monitoring approaches [35].

Although the 24-hour time window often showed better performance, it provides the lowest
temporal granularity, which may limit sensitivity to rapid changes occurring during prodromal
phases. This supports prior studies advocating for real-time monitoring to capture EWS [21,22].
However, concerning personalized models, certainly due to the small amount of data in prodromal
phases for each participant, they failed to generalize across the test sets. Nonetheless, continuous
high-frequency monitoring may be particularly advantageous for capturing ultra-rapid or ultradian
cycles, where subtle early warning signals could be missed by coarser temporal windows.

This limitation is consistent with other digital phenotyping studies, where detecting transitions
between mood states—rather than sustained syndromic episodes—requires both high-resolution
temporal data and sufficient episode frequency [36]. The limited performance in prodrome detection
underlines the necessity for extended follow-up and a higher density of labeled transitions to train
more robust models. Nevertheless, the fact that some prodromal periods could be detected above
chance suggests a real physiological shift preceding full-blown episodes, supporting the clinical
relevance of EWS and advocating for future studies to target these windows as actionable clinical

moments [8,37].

4.2.Implications for clinical practice

The integration of wearable technology and anomaly detection algorithms holds promise for
transforming BD management. Early detection of prodromal symptoms may allow for prompt
interventions, which may lessen the burden of related medical care and prevent full-blown relapses.
Personalized models, in particular, demonstrated superior performance for relapse detection,
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underscoring the importance of tailoring monitoring systems to individual patient profiles. This
aligns with recent findings indicating that behavioral and physiological markers may show complex,
sometimes counterintuitive patterns prior to mood episodes, emphasizing the value of personalized
and high-frequency monitoring [35]. However, for prediction (i.e. prodromal symptoms detection),
general models were superior. Personalized ones failed to generalize on test sets certainly due to a
number of prodromal days used to select models too small to guaranty sufficient generalization
capabilities. This outcome could be investigated in future studies with longer recording periods
including more relapse episodes.

Such approaches could be particularly useful in complementing psychoeducation programs
by providing patients and clinicians with real-time, objective feedback on subtle physiological
changes indicative of vulnerability [7,8]. The combination of self-awareness strategies and passive
digital monitoring may represent a hybrid model for next-generation relapse prevention tools. From a
clinical standpoint, embedding such models into mobile apps or clinical dashboards could facilitate
early warning alerts, prompting care teams or patients to initiate early interventions (e.g., medication
adjustments, increased clinical monitoring, or psychological support). This aligns with the growing
field of just-in-time adaptive interventions (JITAIs), which leverage digital data to deliver support at
optimal times [38]. Additionally, as many BD patients report difficulty recognizing or verbalizing
internal mood changes, such objective monitoring could serve as a compensatory tool to enhance

self-monitoring and clinical communication.

4.3.Strengths and limitations

A notable strength of this study is its focus on prodromal phase prediction, which remains
underexplored in BD research. The use of unsupervised methods allowed for anomaly detection
without requiring extensive labeled datasets, enhancing the study's applicability to real-world

scenarios. Furthermore, the combination of generalized and personalized modeling approaches
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provided valuable insights into the trade-offs between scalability and specificity.

However, several limitations must be acknowledged. First, the small sample size, particularly
for prodromal states, limits the generalizability of the findings. Only 10 participants were included,
with two discontinuing the study prematurely, resulting in sparse data for certain analyses. Second,
the reliance on self-reported data and clinician assessments for labeling phases introduces potential
biases. Future studies should incorporate objective measures, such as ecological momentary
assessments, to enhance labeling accuracy. Additionally, wearable device adherence and data quality
posed challenges. Approximately 21% of days were excluded due to insufficient wearable usage,
highlighting the need for improved device designs and patient compliance strategies. It is also worth
noting that external contextual data—such as weather conditions, circadian rhythm disruptions, or
social stressors—were not integrated into the current framework. Yet, such multimodal data could
significantly improve the ecological validity and predictive power of relapse forecasting models

[20,23,39].

4.4.Clinical Alert Management

The translation of anomaly detection into clinically meaningful alerts requires careful consideration.
The optimal threshold for triggering an alert should not simply maximize sensitivity or specificity in
isolation, but rather the point that balances true positive detection with minimizing false alarms —
essentially maximizing the positive predictive value in a real-world clinical context. We propose a
threshold determined by maximizing the trade-off between True Positives (TP) and False Positives
(FP) on a validation dataset representative of the patient population.

To avoid overwhelming clinicians and ensure alert fatigue is minimized, alerts should not be
continuous or overly frequent. We envision a system where a daily summary notification is sent to
the clinician, indicating whether an anomaly indicative of potential mood destabilization has been

detected. This notification would include a concise summary of the detected anomaly (e.g.,
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“Significant increase in heart rate variability observed today”), along with relevant contextual
information (e.g., recent activity levels, sleep patterns).

Critically, the system should incorporate a mechanism for clinicians to temporarily disable
alerts for individual patients, allowing for clinical judgment to override the automated system when
necessary. This “override” functionality is essential for managing situations where the algorithm
generates false positives or when the patient is undergoing a planned intervention that might
temporarily trigger an alert. Furthermore, a feedback loop should be established, allowing clinicians
to flag false positives and contribute to the refinement of the anomaly detection threshold and
algorithm over time. This iterative process of clinical validation and algorithm refinement is crucial

for ensuring the long-term effectiveness and usability of the system.

4.5.Future directions

To advance this field, several avenues for future research should be explored. Expanding the study
population to include larger and more diverse cohorts will be essential to improve the robustness and
generalizability of findings. Prolonged monitoring periods are also needed to capture a broader range
of relapse and prodromal episodes, enabling the development of more reliable and individualized
models. Integrating multimodal data sources—such as GPS tracking, call and text logs, and
environmental variables—could enhance model accuracy and deepen our understanding of bipolar
disorder triggers [20,23]. Additionally, investigating advanced machine learning techniques,
including deep learning and hybrid approaches that combine supervised and unsupervised learning,
may reveal more subtle patterns in behavioral and physiological signals. Translating these models
into real-world clinical settings will be crucial to assess their feasibility, scalability, and impact on
patient care. Finally, future work must also address the ethical and psychological implications of
continuous physiological monitoring, such as concerns related to data privacy, user autonomy, and

the emotional toll of real-time feedback in vulnerable individuals [40,41]. Adopting participatory

https://preprints.jmir.org/preprint/85815 [unpublished, non-peer-reviewed preprint]



JMIR Preprints Pouchon et a
design strategies that involve both patients and clinicians will be key to ensuring that these tools are

both acceptable and clinically meaningful.

4.6.Conclusion

This study underscores the potential of wearable technology and machine learning for advancing BD
management. By enabling early detection of prodromal symptoms and personalized relapse
monitoring, these tools could significantly improve patient care and quality of life. While challenges
remain, including data limitations and device adherence, the findings provide a strong foundation for
future research aimed at integrating digital phenotyping into routine clinical practice. The next step
will be to evaluate the algorithm in a prospective, real-time clinical trial and to integrate contextual

data (GPS, stress questionnaires) to improve prodromal prediction.
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10. Abbreviations

BD: bipolar disorder

EE: elliptic envelope
EWS: early warning signs
HR: heart rate

HRstd: HR variability

IF: isolation forest

Mood labels:

D: depression
e Dp: period with prodromal symptoms of depression
¢ Dr: period with residual symptoms of depression
* H: healthy period
¢ M: mania
e Mp: period with prodromal symptoms of mania
e Mr: period with residual symptoms of mania
REM: rapid eye movement
NaN: not a number
OCSVM: one-class support vector machine

PR AUC: precision-recall area under the curve
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ROC AUC: area under the receiver operating characteristic curve (ROC AUC)
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Multimedia Appendixes

Thisfileincludes a methodol ogical note regarding anomaly detection methods, as well as a detailed account of the results for each
patient, both for the use of general approach and personalized models.
URL.: http://asset.jmir.pub/assets/50175de76037246ch2258dfb0e6bcob8.docx
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