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Abstract

Background: Digital behaviors such as sleep, social interaction, and productivity reflect how individuals structure daily life.
Among university students, online activity patterns mirror academic schedules, social rhythms, and lifestyle habits, with
disruptions linked to sleep, stress, and well-being. Existing approaches—including wearables, apps, and surveys—yield useful
insights but depend on self-report or active participation, limiting adherence in real-world use. Passive sensing of network traffic
provides a scalable and less burdensome alternative, enabling unobtrusive capture of smartphone usage patterns while preserving
privacy.

Objective: This study evaluated whether encrypted smartphone network traffic, collected via a standard virtual private network
(VPN), can be used to capture patterns of digital behavior. We assessed feasibility (sustained data capture) and acceptability
(usability, burden, and privacy perceptions), and examined whether traffic-derived features reveal aspects of digital
behavior—including timing, intensity, and regularity—relevant to health and daily functioning.

Methods: We conducted a two-week prospective observational study at New York University. Thirty-eight students enrolled; 29
provided valid network data, 27 remained active for more than five days, and 25 completed the exit interview. Participants
installed the WireGuard VPN client on personal smartphones, which enabled passive capture of encrypted network traffic.
Feasibility was assessed across two domains: user retention and data coverage. Acceptability was evaluated using the System
Usability Scale (SUS), NASA Task Load Index (NASA-TLX), and semi-structured exit interviews. Beyond evaluating feasibility
and acceptability, we conducted exploratory analyses that visualized traffic-derived features in relation to digital activity
patterns.

Results: Of the 29 participants who contributed valid data, 27 (93%) remained active for more than five days. Mean data
coverage was 74.1% (median 77.1%). Participants contributed an average of 311.6 hours of monitored traffic (~13 days, SD 3.5),
with totals ranging from 121 to 496 hours. Usability ratings were high (mean SUS score = 78) and perceived workload low
(NASA-TLX scores minimal). Participants described the system as easy to install, unobtrusive, and generally trustworthy,
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though some reported temporarily disabling the VPN during activities they considered private. No inferential statistical tests
were conducted; analyses were descriptive. Exploratory analyses indicated that traffic-derived features reflected daily digital
activity rhythms and revealed distinctive lifestyle patterns, including gaming and irregular late-night food delivery use.

Conclusions: VPN-based monitoring of encrypted smartphone traffic was feasible and acceptable, enabling sustained passive
data collection with minimal burden. The findings demonstrate the potential of this approach as a scalable and device-agnostic
method for digital phenotyping—capable of capturing fine-grained behavioral rhythms while preserving privacy. With broader
validation and deployment, the technique could expand the toolkit for studying health, well-being, and cognitive function in
everyday life. Clinical Trial: Not applicable. This study was not registered as a clinical trial because it did not involve
randomization.

(JMIR Preprints 24/09/2025:84618)
DOI: https://doi.org/10.2196/preprints.84618
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Digital  Phenotyping  via  Passive  Network Traffic Monitoring:  Feasibility
and Acceptability in University Students

Abstract

Background

Digital behaviors such as sleep, social interaction, and productivity reflect how individuals structure
daily  life.  Among university  students,  online  activity  patterns  mirror  academic  schedules,  social
rhythms,  and  lifestyle  habits,  with  disruptions  linked  to  sleep,  stress,  and  well-being.  Existing
approaches—including wearables, apps, and surveys—yield useful insights but depend on self-report
or  active  participation,  limiting  adherence  in  real-world  use.  Passive  sensing  of  network  traffic
provides a scalable and less burdensome alternative, enabling unobtrusive capture of smartphone
usage patterns while preserving privacy.

Objective

This study evaluated whether encrypted smartphone network traffic, collected via a standard virtual
private network (VPN), can be used to capture patterns of digital behavior. We assessed feasibility
(sustained data capture) and acceptability (usability, burden, and privacy perceptions), and examined
whether traffic-derived features reveal aspects of digital behavior—including timing, intensity, and
regularity—relevant to health and daily functioning.

Methods 

We conducted a  two-week prospective observational  study at  New York University.  Thirty-eight
students enrolled; 29 provided valid network data, 27 remained active for more than five days, and
25  completed  the  exit  interview.  Participants  installed  the  WireGuard  VPN  client  on  personal
smartphones, which enabled passive capture of encrypted network traffic. Feasibility was assessed
across two domains: user retention and data coverage. Acceptability was evaluated using the System
Usability Scale (SUS), NASA Task Load Index (NASA-TLX), and semi-structured exit interviews.
Beyond evaluating feasibility and acceptability, we conducted exploratory analyses that visualized
traffic-derived features in relation to digital activity patterns.

Results

Of the 29 participants who contributed valid data, 27 (93%) remained active for more than five days.
Mean data coverage was 74.1% (median 77.1%). Participants contributed an average of 311.6 hours
of monitored traffic (~13 days, SD 3.5), with totals ranging from 121 to 496 hours. Usability ratings
were  high  (mean  SUS score  =  78)  and perceived  workload  low (NASA-TLX scores  minimal).
Participants described the system as easy to install, unobtrusive, and generally trustworthy, though
some reported temporarily disabling the VPN during activities they considered private. No inferential
statistical  tests  were  conducted;  analyses  were  descriptive.  Exploratory  analyses  indicated  that
traffic-derived  features  reflected  daily  digital  activity  rhythms  and  revealed  distinctive  lifestyle
patterns, including gaming and irregular late-night food delivery use.

Conclusions

VPN-based  monitoring  of  encrypted  smartphone  traffic  was  feasible  and  acceptable,  enabling
sustained passive data collection with minimal burden. The findings demonstrate the potential of this
approach as a scalable and device-agnostic method for digital phenotyping—capable of capturing
fine-grained behavioral rhythms while preserving privacy. With broader validation and deployment,
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the technique could expand the toolkit for studying health,  well-being,  and cognitive function in
everyday life.

Keywords

Feasibility  Studies;  Passive  Monitoring;  Digital  Phenotyping;  Virtual  Private  Network  (VPN);
Network Traffic

Trial Registration

Not  applicable.  This  study  was  not  registered  as  a  clinical  trial  because  it  did  not  involve
randomization.

Introduction

Background

Digital behaviors—defined by how people interact with devices and digital platforms—offer insight
into routines, social relationships, and overall health. Among university students, digital behaviors
mirror academic, social, and lifestyle demands, and irregularities have been tied to stress and poorer
health  [84–87].  Beyond  short-term  effects,  disruptions  in  behavioral  rhythms,  such  as  sleep
disturbance,  are  increasingly  recognized  as  early  indicators  of  psychiatric  and  neurocognitive
disorders, including depression [23,32–34,66], bipolar disorder [31, 35–37], schizophrenia [24,25],
Alzheimer’s  disease [3–12,60,61],  and Parkinson’s disease [16,17].  Notably,  these changes  often
emerge years before clinical diagnosis [134–137], highlighting the potential of passively collected
digital behaviors as low-burden, noninvasive markers for earlier detection of health risks.
Yet, capturing such behaviors in real-world contexts remains constrained by the limitations of current
measurement approaches. For example, polysomnography (PSG) is the gold standard for quantifying
sleep architecture and fragmentation, but it is expensive, invasive, and typically limited to single-
night laboratory assessments [67, 68]. Wearable and sensor-based systems offer the possibility of
extending  monitoring  into  daily  life  [38–41],  though  their  adoption  is  often  limited  by  the
psychological  burden  of  continuous  device  use,  adherence  challenges,  battery  consumption,
restricted coverage, and behavioral changes they impose, [45,46,52,55–60,68,89]. These limitations
have motivated researchers to seek more naturalistic, low-burden sources of behavioral data, most
notably smartphones [101–103]. 
Deeply embedded in the daily routines of young adults, smartphones generate continuous digital
traces that reflect a wide range of everyday rhythms, including social interaction, online engagement,
mobility, and rest–activity cycles [101,104]. Prior work has shown that messaging activity patterns
can  reveal  diurnal  rhythms  [92,  93],  while  periods  without  device  use  can  approximate
disengagement, such as sleep or downtime [90,91]. While such signals cannot capture fine-grained
quality measures, they provide scalable proxies for broader temporal patterns of behavior. In our
study,  we  leverage  passive  digital  traces—captured  through  encrypted  network  traffic—from
everyday smartphone use to estimate key behavioral regularities, such as activity onset and offset,
usage intensity, and daily rhythm stability, without relying on self-reports, surveys, or other active
input from users.

Prior Work
Translating digital traces into meaningful behavioral indicators requires methods that are scalable,
minimally burdensome, and privacy-preserving. Yet achieving this balance has proven difficult under
current mobile operating system constraints.  iOS and Android impose strict  limits on continuous
background monitoring by third-party sensing apps. Built-in analytics tools like Apple’s Screen Time
and  Android’s  Digital  Wellbeing  provide  only  coarse-grained  metrics—such  as  hourly,  daily,  or
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weekly app totals—and lack contextual detail, including timing, sequencing, and situational context
[105,106,114,129,130].  More  intrusive  approaches—such  as  rooting,  jailbreaking,  or  continuous
screen capture—are burdensome to participants, disruptive to daily device use, and raise privacy
concerns [107,108]. As a result, current tools either overburden participants or yield only fragmented
signals, leaving a critical gap in methods that can link everyday digital behaviors to health and well-
being at scale [90].
Several efforts have attempted to bridge this gap by using smartphone interaction data as a proxy for
digital behavioral rhythms. Studies in young adults show that late-night device activity can signal
irregular  rest  patterns  [69,71],  while  excessive  nighttime use  has  also been linked to  depressive
symptoms [70,71]. Beyond sleep, other forms of digital engagement—such as messaging frequency,
app usage patterns,  and periods  of  disengagement—have been studied as  potential  indicators  of
mood,  social  well-being,  and  cognitive  function  [91,109–113].  Collectively,  these  associations
highlight the promise of digital behaviors as scalable markers of overall well-being, even though
current methods for capturing them remain technically and ethically constrained.
Current approaches reveal a clear trade-off between burden and precision. Self-report methods, while
simple to administer, are limited by recall errors, social desirability bias, and participant fatigue when
repeated frequently [94,138,139]. By comparison, high-burden methods, such as custom tracking
apps,  can  deliver  greater  accuracy  but  demand  intrusive  permissions  and  elevated  privileges
[52,54,58]. Beyond these approaches, mobile sensing platforms such as EARS and Beiwe have been
widely deployed in behavioral health research with adolescents and young adults [96–98]. While
these apps enable collection of location (GPS) traces, accelerometer data, and app usage logs, they
also illustrate common limitations of dedicated phone monitoring: dependence on OS-level APIs
(e.g., iOS Screen Time), participant burden from whitelisting or daily enabling of data collection, and
concerns  about  battery  consumption  and usability.  These  constraints  can  substantially  limit  data
yield. For example, in a large-scale deployment of the EARS app involving 4,754 adolescents, fewer
than half (1,463) contributed analyzable data, underscoring the friction introduced by participant-
dependent  steps  and  technical  restrictions  [99].  Our  approach  addresses  these  constraints  by
collecting  network  traffic  data,  thereby operating  at  the  network level  rather  than  the  operating
system level. This design makes our solution agnostic to both device type (e.g., mobile, computer)
and underlying operating system (e.g., iOS, Android, Windows, Mac), enabling capture of digital
engagement across devices and contexts—including, but not limited to, smartphone interactions—
while minimizing participant burden.
While our approach emphasizes network-level traces as a scalable and low-burden data source,
other  paradigms  aim  for  maximal  detail  at  the  content  level.  Screenomics  (the  record  of
individual experiences represented as a sequence of screens that people view and interact with
over  time  [140]),  for  example,  is  notable  for  its  fine-grained,  content-level  capture:  by
recording screenshots every five seconds, it provides unparalleled visibility into moment-to-
moment  digital  activity  [95].  Yet  these  very  strengths  also  create  significant  drawbacks.
Continuous screenshot collection is highly intrusive, raises substantial privacy concerns, and
scales poorly for everyday, long-term use [99,149,150].  Even with safeguards,  participants
remain aware that their screen contents are logged, which may alter natural behavior. As a
result, while screenomics demonstrates what is technically possible at the content level, it is
not feasible as a scalable, low-burden approach to behavioral monitoring.
These limitations highlight the need for methods that balance resolution with scalability and privacy.
Our  study  pursues  this  balance  by  capturing  encrypted  network  traffic  via  a  VPN  tunnel  (see
Methods for details). By design, this approach does not capture message content or typed input (e.g.,
the  text  of  a  message),  thereby  preserving  privacy  while  still  providing  temporal  markers  of
engagement. In practice, the metadata we collected in this study provided sufficient signal to infer a
range  of  behavioral  rhythms—such  as  social  media  use,  streaming  sessions,  or  gaming—while
requiring minimal participant effort. In this sense, our system offers a privacy-preserving approach to
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behavioral monitoring: it forgoes content-level detail but achieves scalability, minimizes participant
burden, and enables longitudinal analysis of everyday digital life in naturalistic settings.

Goal of This Study
The goal of this study was to evaluate the feasibility and acceptability of this VPN-based approach
and to explore whether network traffic-derived features can capture daily behavioral patterns relevant
to  mental  health  and  well-being.  Unlike  prior  tools,  it  requires  no  app  whitelisting  or  custom
keyboards, imposes negligible battery overhead, and avoids intrusive permissions, making it suitable
for longitudinal deployments. The network traffic data we collected mirrors what Internet Service
Providers or mobile carriers routinely observe, but with stronger safeguards: all traffic is anonymized
and never shared with third parties [115]. Such capabilities are critical for advancing studies that aim
to clarify links between screen use,  sleep,  behavioral  and psychiatric outcomes in young adults.
Building on this rationale, we structured the study around the following aims:

● Aim 1  (Feasibility): Assess  whether  encrypted  network  traffic  can  be  continuously  and
passively captured on participants’ devices and leveraged to accurately infer app usage.

● Aim 2 (Acceptability): Evaluate participants’ perceptions of the monitoring method, with
emphasis on usability, privacy, and burden.

● Exploratory  Aim:  Explore  whether  network  traffic-derived  features  can  capture  daily
behavioral patterns related to health-related activities and behaviors, including sleep–wake
cycles, usage regularity, and activity rhythms.

Together,  these  aims  position  our  approach  as  a  scalable,  privacy-preserving  foundation  for
longitudinal research on digital behaviors with applications to improving understanding of mental
health and cognitive conditions.

Methods

Study Tools
We conducted  a  two-week observational  study with university  students  at  New York University
(NYU), collecting VPN-based mobile network traffic in real  time to evaluate the feasibility  and
acceptability of continuous digital phenotyping. Passive data collection was carried out using the
WireGuard VPN app [116] installed on participants’ personal smartphones, complemented by self-
reported  measures,  including  the  System  Usability  Scale  (SUS)  [77],  NASA Task  Load  Index
(NASA-TLX) [76], and semi-structured exit interviews. This design allowed us not only to assess the
technical feasibility of continuous capture and participants’ perceptions of usability,  privacy, and
burden,  but  also  to  explore  whether  network  traffic-derived  features  can  capture  broader  daily
behavioral patterns. Further, by grounding the evaluation in a naturalistic setting, the study directly
addresses  our  overarching goal  of  developing scalable,  privacy-preserving methods  for  studying
everyday digital behaviors relevant to health and well-being.

Participants & Recruitment
After  obtaining  IRB  approval  from  NYU  (IRB-FY2025-9589),  participant  recruitment  was
conducted through academic advisors across multiple NYU schools and departments (across STEM,
arts, and social sciences departments), since the university does not maintain a centralized student
mailing list.  This decentralized strategy leveraged existing academic networks to reach a diverse
student population relevant to our focus on young adult digital behaviors. Advisors distributed our
invitation to their internal lists, describing a study of on screen-time behaviors and linking to a sign-
up form. Outreach began in April 2025, generating an initial pool of interested students. In mid-May,
these  students  received  a  consent  packet  outlining  study procedures,  privacy  risks,  and  consent
materials. Those who consented were onboarded via a secure web portal, where they installed the
WireGuard app and completed setup. This cohort constituted the final study sample. Because this
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was a feasibility pilot, we did not set a predetermined target sample size; instead, we adopted a best-
effort recruitment approach. As illustrated in the CONSORT diagram (Figure 7), the final cohort
reflects the number of students who could be recruited and onboarded within the study timeframe.
Detailed demographic characteristics (age range, sex, major/department distribution) and inclusion
criteria are reported in the Results – Participant Demographics section.

Study Instrument: WireGuard VPN for Passive Monitoring
A central challenge in mobile behavioral research is capturing objective measures of phone usage
without  modifying  the  operating  system,  draining  the  battery  through  continuous  sensing,  or
requesting  invasive  permissions.  However,  existing  approaches,  such  as  rooting  a  device  or
deploying platform-specific monitoring apps, are unstable and challenging to scale. They often break
with  OS  updates,  raise  privacy  concerns,  and  significantly  drain  battery  life,  making  them
impractical  for  long-term  deployments.  To  overcome  these  limitations,  we  sought  a  generic,
noninvasive method that leverages a universal property of modern applications: most are internet-
connected.  Monitoring  network  traffic,  therefore,  provides  a  window  into  user  activity  that  is
agnostic to both device type and operating system, provided it can be collected seamlessly.
Virtual Private Networks (VPNs) [116] offer a lightweight mechanism to capture such traffic. By
design,  a  VPN  forwards  all  device-to-internet  communication  through  an  intermediary  server.
Without a VPN, the device exchanges encrypted packets (small units of transmitted data) directly
with the destination server. With a VPN, these packets are first sent to the VPN server, which then
relays them to the intended destination and returns responses to the device. While packet contents
remain  encrypted,  the  VPN operator  can  observe  metadata,  including  contacted  hostnames  (the
domain names of contacted services), packet counts, and byte volumes, in real time.
Among  available  VPN protocols  (e.g.,  L2TP,  IPsec,  OpenVPN),  we selected  WireGuard  for  its
simplicity,  cross-platform  support,  and  robustness  in  continuous  operation.  Setup  requires  only
scanning a QR code, eliminating manual configuration and making onboarding nearly frictionless.
To further reduce complexity and foster trust, we chose the official WireGuard client rather than
building a custom app. The WireGuard app is widely available across iOS, Android, Windows, and
macOS, and consistently  ranks among the most  reliable  VPN solutions.  In  practice,  participants
downloaded  the  WireGuard  app  directly  from  the  app  store,  scanned  a  personalized  QR  code
generated by our NYU server, and their devices were automatically configured to route all traffic
through our research VPN.
As shown in Figure 1, when active, the WireGuard client forwards all traffic through our Linux-
based VPN server, where the open-source tool  tshark [117] captures packets and aggregates them
into  summaries  per  10  seconds.  For  each  participant  and  timestamp,  we  retain  the  anonymous
participant  ID,  the  contacted hostname,  the  number of  packets  sent  and received,  and the  bytes
transmitted  in  each  direction.   A downstream data  processing  pipeline  then  maps  hostnames  to
mobile  applications  (described  later  in  this  section).

Figure 1. Architecture of the system. All device-to-internet traffic is routed through a WireGuard VPN server
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hosted  at  NYU.  While  packet  contents  remain  end-to-end encrypted,  the  server  captures  metadata  (e.g.,
hostnames and traffic volumes), enabling passive behavioral analysis while preserving message and content
privacy.
WireGuard demonstrated strong reliability in handling routine disruptions (e.g., Wi-Fi–cellular
handoffs, airplane mode toggles) and minimized data gaps compared to other VPN clients.
Energy efficiency was also critical: in 24-hour continuous-use tests on a lab iPhone (iOS 18),
WireGuard consumed less than 1% of overall battery life, ensuring participants could keep the
VPN active indefinitely without noticeable impact on usability.

Field Study

Onboarding Process
After enrollment, participants were directed to a secure online portal to complete setup. The portal
allowed them to generate cryptographically random PIDs and, if desired, regenerate new ones until
satisfied. Once a PID was chosen, participants were prompted to store it somewhere else securely, as
it was required for re-entry to the portal and could not be recovered if lost. Participants were then
instructed to download the WireGuard app (iOS or Android). The portal generated a unique QR code
embedding  the  study-specific  VPN configuration,  which  participants  scanned  within  the  app  to
automatically configure their device to route all  internet traffic through our NYU-managed VPN
server. The portal dashboard confirmed successful installation and guided participants to the next
stage of the study, as shown in Figure 2.

Figure  2.  Participant  onboarding  portal.  Each  participant  scanned  a  unique  QR  code  to  automatically
configure the WireGuard VPN client and route traffic through the study server.

Data Collection
Once the WireGuard VPN is activated on a participant’s device, it  remains active by default and
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continues  to  route  all  network  traffic  through  the  study  server  unless  explicitly  disabled  or
interrupted  by  a  phone  reboot.  During  active  periods,  the  VPN  server  captures  and  aggregates
metadata in fixed 10-second windows. Each record contains the participant ID (PID), timestamp,
contacted  hostname,  and the  number  of  packets  and bytes  transmitted  in  each direction.  Packet
contents are never collected. For example, when a participant streams YouTube, we can observe only
that packets are exchanged with  youtube.com and the corresponding traffic volume, but not which
specific video was viewed, as that information is encrypted. The same applies to news sites, banking
portals, or messaging apps: we capture only high-level traffic characteristics, never sensitive user
content. This metadata is stored in a secure SQLite database on an NYU-managed server, which
serves  as  the  basis  for  subsequent  inference.  By  limiting  collection  to  traffic  metadata  (e.g.,
hostnames,  timestamps,  and  volume  measures),  we  preserve  analytic  utility  for  reconstructing
temporal  patterns  of  app  activity  while  protecting  privacy  by  excluding  any  content-level
information.
Participants  have  the  ability  to  manually  disable  the  VPN  within  the  WireGuard  application.
However, there are scenarios where the VPN may remain off unintentionally—for example, if the
device reboots or if the participant forgets to re-enable it. The visibility of the VPN status also varies
across devices: older iPhones display a persistent VPN icon in the status bar, newer iPhones with a
notch, and most Android devices omit such an indicator. As a result, participants may be unaware
when the VPN is inactive.
To mitigate this issue, the study protocol incorporates reminder emails sent every two to three days.
These  reminders  direct  all  participants  to  the  study  portal,  which  allows  them  to  verify  their
connection status and ensure that data are actively being collected. The portal provides real-time
feedback  on  cumulative  active  study  days  and  automatically  calculates  the  corresponding
compensation  amount,  as  shown  in  Figure  3.  This  continuous  feedback  loop  served  both  as  a
technical  safeguard  against  accidental  disengagement  and  as  a  behavioral  nudge  to  maintain
adherence.
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Figure 3. Participant-facing study portal. The dashboard displays cumulative internet activity, compensation
amount, and completion code, providing real-time transparency into data collection and payments.

Compensation followed a tiered structure. Participants received $0 for fewer than five cumulative
days of VPN activity, $38 for 5–7 days, $39 for 7–10 days, $40 for 10–14 days, and $41 for more
than 14 days. This structure was deliberately designed to encourage sustained participation beyond
the initial five-day warm-up period while minimizing the influence of financial incentives on longer-
term  engagement.  The  incremental  increases  in  payment  were  deliberately  small  to  limit  the
influence of financial incentives on participation, since the marginal benefit of continued engagement
diminished  over  time.  Rolling  recruitment  meant  that  the  overall  study  period—from  the  first
participant onboarded to the last participant exited—spanned approximately 20 days.
Beyond payment tracking, the portal also provided participants with a transparency dashboard. This
dashboard included two complementary visualizations. The first is a real-time table that displays the
hostnames and applications currently observed (Figure 4), providing immediate visibility into the
kinds of data being collected. The second is a historical heat map that represents participant activity
patterns  across  hours  of  the  day and days  of  the  week (Figure  5).  Together,  these views  allow
participants  to  contextualize  their  own  digital  behaviors  while  simultaneously  reinforcing
transparency regarding the scope of data collection. Participants have continuous access to the portal
for the duration of the study and may remain enrolled until the final day of data collection, after
which payments cease and VPN monitoring is terminated.

Figure 4. Real-time table on the participant dashboard displaying hostnames contacted during app use (shown
here for a YouTube session: youtube.com, googlevideo.com, ytimg.com).

Figure 5. Internet activity heatmap aggregated in 10-minute intervals over 24 hours. Rows represent study
days and columns represent time of day; color intensity indicates the percentile of observed activity.
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Privacy model
To prevent linkage between digital behaviors and real-world identities, each participant created a
random participant ID (PID) during onboarding; no mapping between PIDs and personal information
was stored, and participants could regenerate a new PID at any time. The VPN server logs metadata
only—PID,  timestamp,  destination  hostname,  and  byte/packet  counts;  packet  contents  are  never
collected. Data is stored on NYU-managed infrastructure with encryption and restricted access to
authorized  study  personnel.  Before  enrollment,  participants  received  a  plain-language  briefing
(slides, video, live demonstration) describing the privacy model and risks, and provided informed
consent.

Exit Surveys and Interviews
At the conclusion of the study, researchers invited all participants via email to complete a short exit
survey and schedule a follow-up interview. The survey collects free-text entries for the top ten apps
used during the study period, along with standardized usability assessments: the NASA Task Load
Index (NASA-TLX) and the System Usability Scale (SUS).
In addition to the survey, participants were invited to a follow-up interview conducted via Zoom. To
schedule  interviews  and  issue  payments,  researchers  needed  access  to  participants’  real-world
identifiers (e.g., names, email addresses). Consistent with the study’s privacy model, compensation
was  decoupled  from  collected  metadata:  the  study  portal  generated  a  cryptographically  signed
completion code for each participant, encoding the payment amount without linking it to their PID.
Participants presented this code during the interview, and researchers validated its authenticity to
confirm compensation while preserving study anonymity. Interviews were transcribed using Otter AI
[128], and researchers also took contemporaneous notes to capture qualitative observations.
During  the  semi-structured  interview,  researchers  asked  participants  open-ended  questions  about
their experience, with prompts designed to elicit reflections on VPN usage, dashboard engagement,
and perceived study burden. Questions included whether the VPN was kept active throughout, if and
when it was turned off, and how frequently the portal was consulted. Participants are also asked
whether they would have been willing to extend participation beyond 14 days, since earlier enrollees
had that option.  The interview format prioritizes participant-led discussion,  allowing concerns or
observations  to  surface  organically.  A complete  set  of  interview  questions  is  provided  in  the
Appendix.
As an optional step, participants using iPhones could choose to share their App Privacy Report, an
Apple-generated summary of app activity over the preceding seven days (further described in the
Data Analysis section below). Before sharing, participants were briefed on the scope and limitations
of this report: it reveals which apps were active at given times but not the specific content accessed
(e.g., the YouTube app used, but not which video was viewed). Sharing the report was voluntary and
served  only  to  provide  a  complementary  ground  truth  for  app  usage,  augmenting  the  network
metadata collected through the VPN. 

Data Analysis

To evaluate feasibility, acceptability, and the potential of passive traffic data to everyday activity
patterns, we combined qualitative insights from participant interviews with quantitative analysis of
network traffic metadata.

Qualitative Analysis: Interviews
Two authors independently reviewed interview transcripts and conducted a thematic analysis [72–
74], generating an initial set of 127 codes. Through iterative axial coding, the code set was refined by
merging overlapping categories, revising definitions, and removing redundancies. Consensus-based
synthesis identified themes relevant to feasibility, acceptability, and participant trust.
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Quantitative Analysis: Feasibility
We  evaluated  feasibility  across  two  domains:  user  retention  and  data  coverage,  following
conventions in digital phenotyping and mobile sensing research.

User Retention

User retention was defined as the proportion of participants who contributed at least five days of
traffic out of all participants who contributed any traffic. This threshold ensured that estimates were
based on individuals with a meaningful amount of monitoring.
Data Coverage
Data coverage was defined as the proportion of hours within each participant’s monitoring window
(from their first observed active hour to their last) that contained valid VPN traffic. An hour was
considered  “active”  if  at  least  one  byte  of  data  was  observed.  For  example,  if  a  participant’s
monitoring window spanned 120 hours but traffic was observed in only 100 of those hours, their
coverage rate was 83%. This definition captures transient lapses (e.g., when the phone was rebooted
or the VPN was manually disabled) while aligning with conventions in digital phenotyping, where
adherence is measured as the percentage of expected intervals containing data [131–133]. To further
contextualize coverage, bins were stratified by (a) time of day (morning: 06:00–11:59; afternoon:
12:00–17:59;  evening:  18:00–23:59;  night:  00:00–05:59  Eastern  Time)  and  (b)  calendar  cycle
(weekday  vs.  weekend).  Participant-level  coverage  was  summarized  using  mean  and  median
coverage  across  individuals,  while  aggregate  feasibility  pooled  bins  across  participants  to  yield
overall coverage rates within each stratum (Table 2). 

Exploratory Analysis: Network Traffic

Inferring Behavioral Rhythms 

To extract behavioral structure from encrypted network flows (i.e., sequences of packets sharing a
common source, destination, and time window), we treated traffic volume as a proxy for smartphone
activity.  Internet  communication involves both downloads,  which largely reflect content delivery
(e.g., high-volume video streams versus smaller text loads) and uploads, which more directly capture
user-initiated actions such as taps, clicks, or navigation. Although exceptions exist—such as high
upload  traffic  during  calls  or  background  updates—the  relative  balance  between  uploads  and
downloads provides a useful signal of interaction intensity. Because phones are never completely
silent, with low-level background exchanges for notifications and maintenance, we interpret higher-
volume deviations above this baseline as more indicative of active user engagement.
In particular, we focus on upload traffic as the most reliable proxy for user-initiated interaction, since
many common actions (e.g., sending messages, posting, or searching) generate outbound requests.
Raw byte counts were aggregated into contiguous, non-overlapping 10-minute bins, a resolution that
suppresses transient bursts while preserving diurnal dynamics. For each participant, this yielded a
24-hour activity vector per day.  To account for differences in overall  smartphone usage—arising
from individual habits, app patterns, and device capabilities—we applied a rank-based, within-day
percentile normalization. Specifically, for each day d, the traffic volume in bin t was replaced by its
empirical percentile relative to the distribution {xd,1,…,xd,T}, where T denotes the number of bins in
that  day.  This transformation is  invariant  to  monotonic scaling and preserves  intra-day temporal
structure,  enabling  direct  cross-participant  comparison  of  diurnal  phase  and  amplitude,  while
suppressing between-subject variance in absolute throughput.
We then visualized and analyzed normalized time series  in  two complementary  ways.  First,  we
projected daily activity onto a radial heatmap (Figure 10), where angular position denotes clock time
[0–24h), concentric rings denote successive days, and color denotes normalized traffic intensity (red
= high percentile, blue = low percentile). This polar representation highlights rest–activity cycles,
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phase  shifts,  and  fragmentation  of  daily  usage  patterns.  Nighttime intervals  (20:00–08:00)  were
shaded, and weekends were highlighted in green to facilitate alignment with social schedules.
To isolate context-specific rhythms, each network flow was enriched by mapping hostnames to high-
level  application  categories  (e.g.,  Social,  Entertainment,  Games,  Business,  Education,  Food  &
Drink). Mappings were derived from Apple’s App Privacy Report (APR; see subsequent section),
supplemented  by  manual  verification  and  aggregation  to  category-level  taxonomies.  For  each
participant, we generated a set of paired radial visualizations: one depicting aggregate device activity
and additional plots for each activity category of interest (Figure 11). This design enabled structured
comparison between global digital behavioral rhythms and the distinct temporal patterns associated
with multiple behavioral categories.
The result is a device-agnostic framework that combines upload-sensitive traffic features, percentile
normalization,  radial  time  encoding,  and  app-level  categorization  to  detect  time-of-day  and
behavioral regularities in digital behavior while preserving privacy. While some background traffic
may still  be misclassified as user activity,  and the precise boundary between passive and active
phone use remains unresolved, we could still infer broad patterns of usage. More specifically, the
approach identified meaningful diurnal and behavioral regularities inferred from encrypted network
traffic alone, offering a scalable path for digital phenotyping without OS-level instrumentation.

Inferring Applications from Hostnames

Our network traffic  data  consisted of full  hostnames (e.g.,  video.cdn.youtube.com).  For analysis,
these were collapsed into base domains (e.g., youtube.com), which served as the unit of application
mapping.  Domains  offered  a  tractable  approximation  of  application  usage  for  category-level
analyses; however, raw hostnames rarely map one-to-one onto the specific applications participants
were actively using. In some cases, the mapping is transparent—e.g., requests to youtube.com almost
certainly  indicate  YouTube  activity.  In  other  cases,  however,  the  mapping  is  ambiguous.  For
example,  content  delivery  networks  (CDNs),  such  as  cloudflare.com or  akamai.net, serve  as
infrastructure  for  dozens  of  unrelated  apps,  making it  impossible  to  infer  app-level  usage  from
hostnames alone. This ambiguity necessitates additional methods for disambiguation.
To  address  this  issue,  we  leveraged  Apple’s  App  Privacy  Report  (APR),  an  opt-in  iOS  feature
(described earlier in the Exit Surveys and Interviews section) that logs, at the app level, the set of
hostnames contacted over the preceding seven days. The APR is stored locally on the phone as a
JSON file and provides a direct mapping between hostnames and the apps that generate them. When
a hostname is uniquely associated with a single app, we assign it accordingly. When hostnames are
shared across multiple apps, we adopt a conservative approach and exclude them from mapping to
avoid  misclassification.  In  our  dataset,  this  affected  approximately  11% of  observed hostnames,
while the remaining 89% exhibited a 1-to-1 mapping to a single app. Despite the seven-day reporting
window, the APRs proved informative, particularly when participants’ usage patterns were consistent
across that period.
To  provide  higher-level  behavioral  groupings,  apps  were  mapped  to  functional  categories  using
Apple’s iTunes Search API [148]. Given an app’s bundle ID (a unique identifier assigned to each
app) obtained from the APR, the API returns its Primary Genre Name (e.g., Social, Entertainment,
Productivity). This allowed us to systematically group apps into higher-level behavioral categories,
complementing the app-level mappings derived from APR, as shown in Figure 6.
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Figure 6. Hostname → App → Category pipeline. Domains observed in network traffic are matched against
Apple’s App Privacy Report (APR) to recover the generating app (via bundle ID), which is then linked to its
primary  genre  using  the  iTunes  Search  API.  This  process  yields  higher-level  behavioral  categories  that
complement app-level mappings.
For  participants  who chose  not  to  share  their  reports,  we generated  our  own mappings  using  a
controlled device: an experimental iPhone connected to the WireGuard VPN. On this device, we
manually interacted with a curated set of apps to capture their network traffic. The selection of apps
came from two sources: 

(1) Participant-reported apps listed in exit surveys and interviews as most frequently used.
(2) Top-ranked apps from the Apple App Store across multiple app categories.

Each app was interacted with for approximately one minute, restricted to publicly accessible features
(no accounts were created for apps requiring logins). The resulting network traffic traces were cross-
referenced with APR logs to isolate hostnames uniquely attributable to each app.
In total, we tested 272 apps from the App Store and 55 apps reported by participants. Together with
the  participant-contributed  APRs,  this  methodology  yielded  a  well-grounded  mapping  from
hostnames to applications, which we then enriched with category labels retrieved from the iTunes
Search API [148].

Results

Outcome 1: Feasibility

User Retention
User retention was quantified as progression along the study pipeline (Figure 7). Specifically, we
tracked  the  proportion  of  students  advancing  from  initial  eligibility  screening  through  consent,
onboarding,  VPN  activation,  and  study  completion.  This  mirrors  conventions  in  digital  health
feasibility studies, where recruitment yield and retention are reported alongside data completeness
[141,142].
Recruitment outreach reached 100 students, of whom 38 provided informed consent. Of these, 32
completed the onboarding survey, 29 provided valid network data, and 27 remained active for more
than five days. At study completion, 26 participants completed the exit survey, and 25 completed the
exit interview.
Overall,  this corresponds to 93% retention to the analysis stage (27/29) and 66% retention
from consent through exit (25/38). Comparisons between students who consented but did not
continue and those who completed the study revealed no systematic differences in department,
major, or university role, suggesting minimal self-selection bias that might confound usage
patterns.
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Figure 7. CONSORT-style participant flow diagram, showing progression from initial  recruitment through
study completion.
This level of retention compares favorably with prior digital health feasibility studies. For example,
one large cross-study evaluation found a median retention time of only ~5.5 days across eight remote
digital health studies, with participants often disengaging within the first week [143]. A review of 37
studies reported a median completion rate of ~48% (IQR 35–76%), indicating that about half  of
participants typically finish [144]. More recent cohorts have achieved higher rates under intensive
clinical  contexts  (e.g.,  ~66% retention  at  8  weeks  in  a  mood  disorder  study  [145];  ~73% in  a
smartphone-based depression biomarker pilot [146]). By comparison, our retention of 93% indicates
substantially  stronger  participant  engagement  than  is  commonly  observed  in  remote  digital
phenotyping studies.
Demographic characteristics of the final sample are summarized in Table 1. Exit interviews were
conducted  with  25  participants,  who  reflected  on  their  experiences  using  our  system,  reported
perceived benefits and burdens, and provided usability feedback. The sample comprised 12 women,
12 men,  and one non-binary participant.  The mean age was 22 years  (SD = 2.9; range 18–29).
Educational levels spanned undergraduates (n = 20), one master’s student, and four doctoral students,
representing  a  variety  of  majors.  The most  common fields  were  Chemistry  (6),  Economics  (5),
Computer  Engineering/Science  (5),  Data  Science  (3),  and  Mathematics  (3).  Racial  and  ethnic
composition included Asian (12), White/European (5), Latin/Hispanic (3), Black/African/Caribbean
(1), with four participants choosing not to report.

Demographic Variable Category/Description Count %

Age Mean (SD) 22.04 (2.95)

Range 18-29
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Gender Male 12 48.0%

Female 12 48.0%

Non-binary 1 4.0%

Race/Ethnicity Asian 13 52.0%

White/European 6 24.0%

Latin/Hispanic 2 8.0%

Black 2 8.0%

Hispanic 1 4.0%

Black/African/Caribbean 1 4.0%

Degree Level Undergraduate 20 80.0%

Master’s 1 4.0%

Ph.D. 4 16.0%

Major Chemistry 6 24.0%

Computer Engineering 3 12.0%

Economics 3 12.0%

Biochemistry 2 8.0%

Data Science 2 8.0%

Others (9 majors) 9 36.0%

Table  1.  Demographic  characteristics  of  interview  participants  (N  =  25),  summarizing  age,  gender,
race/ethnicity, degree level, and field of study. 

Data Coverage

Feasibility  was also evaluated  in  terms of  data  coverage,  defined as  the  proportion of  expected
monitoring intervals in which valid VPN traffic was captured.  Participants were onboarded on a
rolling basis while the study concluded at a fixed calendar date. As a result, not all individuals had
the opportunity to contribute a full 14 days of monitoring. Feasibility was therefore defined relative
to each participant’s observed monitoring window (first to last active day), rather than by imposing
an absolute  duration requirement.  This  definition aligns  with conventions  in  digital  phenotyping
research, where adherence is typically measured relative to each participant’s monitoring opportunity
[79, 80].
To ensure comparability of temporal rhythms, we restricted coverage analyses to the 24 participants
who remained in a consistent time zone (i.e., not traveling during the study period). Across these
participants, mean feasibility was 74.1% (median 77.1%), with coverage ranging from 21% to 100%.
This  range  reflects  heterogeneous  adherence:  some  students  maintained  near-continuous  VPN
connectivity, while others exhibited frequent gaps, typically due to forgetting to re-enable the VPN.
On average, participants contributed 311.6 hours of monitored traffic (~13 days, SD = 3.5), with
individual  totals  spanning  121 to  496 hours.  In  addition  to  overall  coverage,  we examined  the
temporal distribution of VPN off periods. Across all 24 participants, the median gap in coverage was
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7.5  hours  (IQR:  2.8–23.8  hours),  with  most  interruptions  being  relatively  short  (<24  hours).
However, occasional extended lapses occurred, with the maximum gap reaching 304 hours (~12.5
days). This extreme case (Participant P05) showed nearly 13 days of continuous activity followed by
~12.5 days of inactivity, before briefly re-enabling the VPN at the study’s end.

Scope Mean (%) Median (%)

Overall 74.1 77.1

Morning 71.1 75.0

Afternoon 75.9 79.0

Evening 77.6 82.8

Night 71.9 75.5

Weekday 74.2 79.5

Weekend 74.0 76.4

Table  2.  Participant-level  data  coverage,  summarized  as  mean  and  median  coverage  across  individuals.
Coverage values are reported for overall monitoring, time-of-day strata, and weekday/weekend cycles. 
Stratification  confirmed  that  coverage  was  consistent  across  daily  rhythms  and  calendar  cycles
(Table  2).  Participant-level  mean  feasibility  clustered  tightly  between  70–78% across  mornings
(71.1%),  afternoons (75.9%), evenings (77.6%),  and nights (71.9%),  with weekday (74.2%) and
weekend  (74.0%)  rates  nearly  identical.  Aggregate  analysis  pooling  bins  across  all  participants
yielded similar estimates (69.7–76.2% across strata), underscoring that passive VPN sensing did not
systematically fail during any particular life-activity period (see Appendix Table 1 for aggregate-
level  results).  On  average,  participants  contributed  16.2  valid  days  (range  10–23),  reflecting
staggered onboarding relative to the fixed study endpoint.
Figures 8 and 9 provide complementary perspectives on continuity. The calendar-aligned view
(Fig.  8)  captures  deployment  feasibility  by  showing  how  staggered  onboarding  produced
overlapping coverage across the fixed study calendar. By contrast,  the Day-0–aligned view
(Fig. 9) normalizes each participant’s trajectory to their own start date, highlighting adherence
patterns on equal footing and revealing heterogeneity in continuity and lapses.

Figure 8. Calendar-aligned VPN continuity timeline. Each dot represents a 60-minute bin with VPN traffic,
ordered by enrollment date. This view emphasizes deployment feasibility.
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Figure 9. Day-0–aligned VPN continuity timeline. Each dot represents a 60-minute bin with VPN traffic,
normalized to participants’ first active bin. This view emphasizes individual adherence trajectories.
Taken together,  these results  indicate that observed feasibility primarily reflects  participant
adherence rather than limitations of the sensing system. Importantly, the ~74% mean coverage
we achieved exceeds  benchmarks  commonly  reported  in  prior  digital  sensing  studies.  For
example, early deployments of the Beiwe smartphone app in schizophrenia cohorts reported
only ~47–50% mean passive data coverage [81,82], and multi-cohort smartphone studies have
found that fewer than half of participants achieved >50% GPS or accelerometer coverage [83].
Similarly, in a large-scale deployment of the EARS app involving 4,754 adolescents, fewer
than half (1,463) contributed analyzable data [99], underscoring how adherence challenges can
substantially constrain data yield.
Participants’ own accounts (obtained via the exit interviews) echoed this impression of feasibility:
twenty-one of  twenty-five interviewees described the system as  easy to  set  up and effortless  to
maintain, often noting that onboarding was quicker and smoother than prior experiences with VPN
tools. Once activated, the system ran unobtrusively in the background with little or no intervention.
Twelve participants produced more than 14 days of valid recordings, and three continued beyond the
study window, explaining  that  they had forgotten it  was  still  running—a strong marker  of  low-
maintenance operation.
In addition, 18 participants emphasized the unobtrusiveness of the system, noting that the VPN
ran quietly in the background without disrupting phone use or daily routines. Although the
companion  app  displayed  usage  and  account  information  every  few  days,  this  was  not
perceived as  burdensome.  Rather,  participants  highlighted  that  the  VPN itself  imposed no
noticeable friction and did not interfere with work, study, or personal life. Six participants even
reported that they “forgot it was running,” despite the study being scheduled to end after 14
days. As one participant put it:  “It didn’t interfere at all with anything. Once I set it up, I
completely forgot about it.” [P6] 
To better understand the gaps in data coverage, we examined participants’ qualitative feedback. The
same property that made the VPN unobtrusive also contributed to occasional gaps: when devices
powered off or restarted, participants often forgot to manually re-enable it.  As P6 recalled,  “Yes,
there was one point where my phone died, and it shut off. I think it took about a day for me to realize
it wasn’t collecting. But the rest of the time it was consistently on.” Another participant elaborated
that these lapses were not intentional disengagement, but rather a technical limitation: “I didn’t know
that the VPN turned off if my phone died the first time. I think I lost maybe half a day of traffic then,
and the second time it died I lost about an hour. It was just forgetting that the VPN doesn’t turn on
automatically. Overall it was continuous, except for when my phone died, and those lapses weren’t
that long.” [P7].
A small  minority  of participants (n = 4) reported perceived device performance effects,  such as
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increased battery drain or occasional network slowdowns during continuous VPN operation.  Lab
measurements,  however,  showed  that  battery  consumption  remained  below  1%  over  a  24-hour
period, suggesting these concerns may be more perceived than actual. 
Further themes that emerged from qualitative data analysis are summarized below.

aParticipant Perspectives on Seamless Operation:
“Just because it’s super simple. It doesn’t bother me. And I’m kind of interested in seeing
what the results are.” [P9]
“You know it was all very, very clearly organized so that made it effortless to set up. I think it
was good.” [P6]
“I just need to click on one button and turn on the VPN. That’s it. It’s not challenging to set
up or use.” [P23]

Participant Perspectives on Unobtrusive Integration:
 “Yeah, I would have continued because it was pretty easy. It just ran in the background. I
didn’t really have to think about it.” [P16]
“I quite liked it.  It was very easy to use—pretty invisible. Most of the time I wasn’t even
aware it was happening.” [P22]

aAll participant quotations were lightly edited for clarity, concision, and privacy, while preserving their original
meaning.

Outcome 2: Acceptability

To  evaluate  the  acceptability  of  our  system  in  naturalistic  daily  use,  we  administered  adapted
versions of the NASA Task Load Index (NASA-TLX)[76] and the System Usability Scale (SUS)
[77]  during  the  exit  survey.  These  instruments  quantify,  respectively,  the  perceived  workload
associated with system use and the overall usability of the interface and interaction design.
As shown in Figure 10, NASA-TLX ratings indicated consistently low levels of burden across all six
dimensions:  mental  demand  (M = 2.69,  SD =  3.27),  physical  demand  (M = 1.54,  SD =  1.79),
temporal demand (M = 2.92, SD = 4.09), performance (M = 4.08, SD = 4.18), effort (M = 3.85, SD =
4.31), and frustration (M = 2.88, SD = 3.78). The boxplots display the distribution of responses, with
medians (horizontal lines) often below the mean values (black dots), reflecting skewness due to a
small number of outliers (open circles). Although the NASA-TLX does not prescribe thresholds for
“acceptable”  workload,  the  uniformly  low scores  suggest  that  participants  experienced  minimal
cognitive, physical, or temporal strain.
For  context,  prior  evaluations  of  digital  health  technologies  typically  report  higher  NASA-TLX
scores. For example, in a study of a COVID-19 exposure notification app, mean mental demand
ratings averaged around 29/100, with overall workload ratings across subscales falling in the 25–
35/100 range [139].  In  contrast,  our  participants’ mean scores  correspond to roughly 10–20/100
equivalents, underscoring that the VPN-based system operated unobtrusively in the background and
imposed negligible demands on daily routines.
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Figure 10. Box plot of NASA-TLX scores from the exit survey (n=26), illustrating participants’ perceived
workload associated with maintaining the VPN-based monitoring system in daily life. Scores are reported on a
1–21 scale (higher = greater workload).
Additionally, SUS results reinforced this conclusion. The mean SUS score was 78.08 (SD = 14.96),
ranging from 52.5 to  100. According to  established SUS benchmarks  [78],  scores  above 68 are
interpreted as reflecting good usability, positioning our passive monitoring system well above the
benchmark for acceptability. 
Beyond workload and usability, privacy and trust emerged as critical dimensions of acceptability.
Fifteen participants expressed strong confidence in the research team and institutional affiliation,
emphasizing  that  organizational  credibility  made  them  comfortable  permitting  passive  data
monitoring. At the same time, twelve participants raised concerns about how their data might be
used, particularly around anonymity and the risks of being tracked. A small subset of participants (n
= 3) continued to experience discomfort during sensitive activities (e.g., banking, video streaming).
Seven  participants  reported  occasionally  disabling  the  VPN,  citing  either  privacy  concerns  or
usability issues. Their comments reflected both reassurance and caution:  “You explained it pretty
well—what you were doing, how you were capturing the data, how you were making sure it was
private and not attached to my name. So I felt like I was going into this with a relative sense of
security.” [P14] In contrast, another participant noted: “Sometimes I turn it off when I’m using my
banking apps.” [P20]
Interviews  further  indicated  that  acceptability  extended  well  beyond  the  14-day  study  horizon.
Nineteen participants expressed willingness to continue using the VPN-based passive monitoring
system for  longer  periods,  describing  it  as  unobtrusive,  easy  to  maintain,  and,  for  some,  even
motivating in that it provided an opportunity to reflect on their digital behaviors. Four participants
took the stance of being neutral  but permissive: “no reason to stop using it,” reflecting that the
system  imposed  little  burden.  Others  stated  they  would  gladly  extend  participation  if  specific
reliability concerns were resolved. In particular, three participants described instances of unexpected
VPN shutdowns  (e.g.,  when the  device  powered off)  that  produced gaps  in  data  collection  and
temporarily interrupted the study. Although relatively infrequent, they directly explain the feasibility
gaps observed in our quantitative analysis: participants typically forgot about the VPN once installed,
so reactivation after  a restart  depended on manual  action.  Together,  these accounts indicate  that
coverage gaps stemmed primarily from benign forgetfulness and limitations of the WireGuard VPN
app, rather than participant burden or resistance to monitoring. Participants further suggested that
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simple feedback mechanisms could help sustain trust and continuity.
At  the  same  time,  participants  consistently  underscored  the  system’s  minimal  burden  and  their
willingness to continue. As two participants described:

“Yes, I would continue to use it. Just because it’s super simple. It doesn’t bother me. And I’m
kind of interested in seeing what the results are.” [P9]
“It was very little effort. Pretty invisible. And also, I’m happy to participate in research—it
feels like a good thing to do if it doesn’t cost you anything.” [P22]

Some participants also highlighted tangible benefits from using the system, which further supported
its  acceptability.  Twelve  participants  described becoming more aware  of  their  smartphone usage
patterns, with a few (n = 5) noting that this awareness reduced their desire to engage with their
phones. The dashboard, in particular, was valued as a reflective tool, helping participants visualize
sleep–wake cycles, daily routines, and the extent of app or domain usage in a way they had not
previously considered. These insights motivated changes in behavior, such as reducing social media
use or establishing a regular bedtime routine.
As one participant explained:

“Yeah, I can see when I go to bed and when I wake up. The heat map makes it obvious—
those long blank stretches are when I’m sleeping.” [P23]

Another emphasized how the data visualization challenged habitual phone use:
“It’s really useful. A lot of apps and social media are designed to keep you hooked, and
people often don’t realize how much time they’re spending. This made me notice just how
quickly 40 minutes can disappear.” [P2]

A third described how our passive VPN monitoring system spurred intentional behavior change:
“Once I saw it was tracking my activity, I actually took a break from Instagram for a week
just to see the difference. It made me more conscious of my usage. And since it’s also just a
VPN, I figured I might as well keep it running.” [P13]

Outcome 3 (Exploratory): Capturing Behavioral Rhythms from Network-
Derived Features

We examined data from two exemplar participants to identify patterns of daily activity (Figure 10).
Participant A exhibited a well-structured and consistent profile across all categories, with internet
usage concentrated during daytime hours and near-complete inactivity overnight. The radial plots
showed  a  strong  day–night  rhythm,  and  social  media  activity  closely  mirrored  overall  traffic,
suggesting that it was an integrated, routine component of daily phone use. Beyond this temporal
regularity, category-specific traffic revealed distinct behavioral preferences: consistent engagement
with  gaming  applications,  substantial  activity  in  business-related  domains  (e.g.,  productivity,
professional networking), and minimal interaction with food delivery services. Taken together, these
patterns  portray  an  individual  with  stable  routines,  a  recreational  gaming  orientation,  and
professional engagement.
In contrast, Participant B displayed a more fragmented and irregular activity profile. While overall
traffic still  showed some day–night rhythm, social  media engagement was less predictable,  with
bursts appearing at atypical hours such as late night and early morning. Category-level traces pointed
to minimal use of gaming or business-related applications but substantially greater reliance on food-
related services, suggesting frequent browsing or ordering through delivery platforms. These patterns
together reflect a lifestyle characterized by irregular phone use, lower engagement with recreational
or professional apps, and higher dependence on service-oriented applications.
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Figure 11. Temporal dynamics of overall and category-specific upload traffic for two representative
participants.  Each radial heatmap shows 24 hours (angular axis) across successive days (concentric
rings).  Color indicates normalized traffic intensity, with red denoting higher device usage and blue
denoting  lower  usage.  Nighttime  hours  (20:00–08:00)  and  weekends  (green  rings)  are  marked  to
facilitate alignment with social schedules.
These contrasts illustrate that encrypted network traffic,  when decomposed by app category,  can
yield  two  complementary  insights:  broad  daily  activity  rhythms  and  finer-grained  behavioral
signatures. By linking the timing of activity with the intensity of specific app categories, it becomes
possible  to  infer  not  just  when someone  is  online,  but  also  how they  use  different  types  of
applications—for example, whether they rely heavily on social media for communication, gaming
for  recreation,  productivity  tools  for  work,  or  delivery  platforms  for  on-demand  services.  Such
patterns capture lifestyle markers without requiring access to specific content data.
Although these radial visualizations highlight clear rhythms, it is important to note that the mapping
of  percentile  traffic  levels  to  “active”  versus  “idle”  use  is  heuristic.  High percentile  bins  likely
capture  periods  of  foreground,  user-driven  activity,  while  low  percentiles  often  align  with
background processes or idle states. As these thresholds are derived relative to each participant’s own
traffic distribution, the radial plots are best interpreted as exploratory markers of behavioral rhythms
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and lifestyle patterns, offering insight into temporal structure rather than absolute measures of device
engagement. 

Discussion

Principal Results

This  study  shows  that  encrypted  smartphone  network  traffic  can  be  transformed  into  stable,
temporally resolved behavioral signatures without inspecting content or requiring intrusive sensing.
Our VPN-based monitoring system sustained continuous capture over nearly two weeks on average,
with  minimal  participant  effort,  confirming  feasibility.  Participants  rated  it  as  lightweight  and
unobtrusive, with SUS scores well above standard usability benchmarks, and interviews highlighted
its  “invisible”  operation  in  daily  life.  Acceptability  was  shaped  by  privacy  and  trust.  Most
participants expressed confidence in the research team and institutional safeguards, although some
temporarily disabled the VPN during sensitive activities, underscoring the importance of this option
for  long-term  adoption.  Exploratory  analyses  further  demonstrated  that  traffic-derived  features
captured daily activity rhythms and usage regularity, pointing toward applications in behavioral and
health research.

Future Work and Limitations

At  the  same  time,  several  limitations  constrain  the  interpretation  and  generalizability  of  these
findings. Most notably, our network traffic-based inference cannot definitively establish whether a
user  is  actively  engaging  with  a  specific  app.  Background  processes,  automatic  updates,  and
notifications may generate network activity even when the device is idle, and although percentile
normalization  mitigates  some  noise,  it  does  not  fully  separate  foreground  interaction  from idle
background activity. In practice, however, the traffic profile (background vs. foreground) provides
useful cues. Periods of very low, steady upload rates likely correspond to automated background
processes—updates,  app  refreshes,  or  keep-alive  signals—whereas  sudden  bursts  and  sustained
spikes are characteristic of foreground activity when users are actively engaged. For example, Figure
11  illustrates  extended  stretches  of  background  traffic  during  both  sleep  and  work  windows,
punctuated by sharp peaks that indicate moments of user-driven activity. 

Figure 12. Daily upload traffic from a researcher’s device on August 22, 2025. Background periods (e.g., sleep
and work windows) are shaded, with bursts of foreground activity visible as spikes in upload volume.
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While this separation is not definitive—since some background processes can occasionally mimic
bursty activity—it nonetheless provides a reasonable approximation of when the device is idle versus
actively  used.  Coupled  with  category-specific  decomposition,  these  traffic  signatures  enrich  our
ability to reconstruct daily rhythms: not only what apps are used, but also when devices are idle,
generating background traffic, or deliberately operated by the user.
It is also important to note that not all behaviors leave a network trace. Actions performed entirely
offline—such as composing notes without iCloud sync or using other local-only apps—cannot be
observed through our approach. From a research perspective, this granularity gap limits the ability to
link outcomes to specific app-level behaviors, such as journaling in an offline notes app. At the same
time, however, the inability to pinpoint exact apps can be viewed as a privacy-preserving safeguard,
reducing risks of over-identification while still capturing meaningful behavioral rhythms. 
A separate, more technical limitation arises from disconnections after phone restarts, which
occasionally  led  to  extended  lapses  in  data  collection.  These  gaps  highlight  the  need  for
stronger reliability safeguards. In future iterations, a key design priority will  be automated
VPN reactivation and user-facing  notifications  when the  VPN lapses,  ensuring continuous
coverage without requiring manual intervention.
Beyond technical reliability, a second challenge concerns the Hawthorne effect, where awareness of
being monitored may lead participants to temporarily adjust their habits, raising questions about how
closely the captured activity  reflects  “natural”  behavior.  In  our deployment,  this  effect  appeared
minimal—several  participants  reported  forgetting  about  the  monitoring  entirely—yet  others
described using the system productively as an opportunity to reflect on their digital habits. Future
work  should  distinguish  between  these  two  forms  of  reactivity,  separating  distortion  from
constructive self-awareness.
The demographic profile of our sample represents another important limitation. Participants were
university  students  from  a  single  elite  U.S.  institution,  a  group  with  greater  exposure  to  and
familiarity  with  VPN technology  [118].  In  contrast,  although  technology  adoption  among  older
adults is increasing, they still lag behind in overall use [119,122]. University students’ relative ease
with  setup  and comfort  with  privacy  trade-offs  may  not  generalize  to  other  populations,  where
mental models of digital monitoring and tolerance for passive tracking can differ substantially. At the
same time, recent studies show that older adults are becoming more familiar with digital tools and
increasingly motivated to use them for health-related purposes, such as tracking physical activity,
monitoring stress,  or  measuring vital  signs [123–127].  Importantly,  once older  adults  adopt  new
technologies,  they  often  report  positive  attitudes  toward  their  continued use  [119–121].  Broader
recruitment will therefore be critical for assessing both feasibility and acceptability in more diverse
and  representative  cohorts,  particularly  given  the  potential  relevance  of  this  approach  to  aging
populations, where phone usage patterns have been linked to cognition and health decline [100].
Beyond sample composition, another avenue for future work is cross-device monitoring. While this
study focused on smartphones,  daily  digital  activity  also  unfolds  across  laptops  and  tablets.  As
WireGuard  is  compatible  with  all  major  operating  systems,  extending  the  pipeline  to  multiple
devices  is  technically  feasible  and  would  provide  a  more  holistic  picture  of  how  individuals
transition between contexts and platforms throughout the day.
Equally  important  is  validation  against  independent  ground  truth.  Our  pipeline  demonstrated
feasibility  and  acceptability  but  was  not  validated  against  external  measures.  For  example,
incorporating  accelerometer  signals  could  help  disambiguate  active  interaction  from background
traffic, while wearables such as smart or fitness wearables could provide measures of sleep timing
and fragmentation. Location data, meanwhile, could situate digital behaviors within environmental
and social contexts, yielding richer interpretations of behavioral rhythms. In addition, standardized
mental  health  surveys  and  experience  sampling  could  provide  complementary  self-reported
outcomes, enabling links between digital activity patterns and psychological well-being. In addition,
future  studies  could  incorporate  self-reported  measures  of  well-being,  affect,  and  mental  health

https://preprints.jmir.org/preprint/84618 [unpublished, non-peer-reviewed preprint]



JMIR Preprints Mahmood et al

through experience sampling or ecological momentary assessment [147]. These data streams could
be  temporally  aligned with  network  traffic-derived digital  behaviors  at  the  daily  level,  enabling
within-person analyses that connect fluctuations in mood and mental state with patterns of online
activity.
Finally, methodological refinements will be necessary to capture the full granularity of app usage.
Our preliminary experiments suggest that different functionalities—such as text messaging versus
video  calls—produce  distinct  network  signatures.  By  systematically  labeling  such  patterns  in
controlled environments and pairing them with user-reported logs, classifiers could be trained to
infer  fine-grained behaviors at  scale.  Advanced analytic  frameworks,  including causal  modeling,
anomaly  detection,  and  rhythm analysis,  could  then  transform temporal  network  structures  into
actionable digital biomarkers.
Taken  together,  these  extensions—diverse  populations,  cross-device  integration,  multimodal
validation, and analytic refinement—would move our system beyond feasibility and acceptability
toward a robust,  generalizable platform for longitudinal behavioral  monitoring,  with applications
ranging from circadian rhythm research to cognitive health.

Relation to Prior Work

In  relation  to  prior  work,  our  approach occupies  a  distinct  position  between high-burden active
sensing and opaque aggregate analytics. Self-reports, app usage logs, and wearables have provided
important  insights  into  digital  behavior  but  remain  limited  by recall  bias,  adherence  decay,  and
participant burden. Prior network-traffic approaches have largely emphasized device identification or
coarse  activity  classification.  By  contrast,  our  method  emphasizes  the  timing  and  structure  of
encrypted traffic, enabling fine-grained resolution while preserving privacy. Unlike platform-specific
tools such as Apple Screen Time or Android Digital Wellbeing, it is device- and operating system–
agnostic,  offering  second-level  granularity  without  requiring  invasive  permissions  or  draining
battery. This combination of precision, portability, and scalability highlights its potential as a robust
and flexible foundation for large-scale behavioral research.

Conclusion

Our study demonstrates the feasibility and acceptability of a passive monitoring system for encrypted
network traffic that can be mapped into interpretable activity patterns. By sustaining unobtrusive
capture over extended periods, the approach can yield rhythms that align with circadian patterns and
digital  routines,  while  minimizing  participant  burden.  Limitations  in  app-level  inference,
demographic scope,  and device coverage highlight  clear  avenues for refinement,  which hold the
promise  for  improving  the  method.  With  broader  recruitment,  multi-device  integration,  and
validation against ground truth, our passive monitoring system could significantly expand the digital
phenotyping toolkit, particularly for investigating sleep, mental health, and cognitive change across
the lifespan at scale.
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Appendix

Semi-structured  Interview  Questions

Q1: How’s your overall experience with the system? What was your favourite aspect of the system?
What did you find the most troubling/challenging part of the system? 
Q2: [If the tracking time is less than 14 days] I see that you’ve only used the system for N days. The
target is 14. You’re still being paid, but any reasons why you decided not to hit the 14-day target?
Q3: [If the tracking time is greater than 14 days] I see that you’ve used the system for more than 14
days, even though we asked you to use it for 14 days. Any reasons why you decided to go beyond the
14-day target (motivation)?
Q3: Have you noticed any changes (attitudes, actions, etc) from the beginning to the end while using
the system?
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Q4: If unlimited time, would you have continued using the VPN? Why or why not?
Q5: Do you have any general concerns while using the VPN?
Q6: What reasons make you trust the software to keep running in the background and track your
network data?
Q7: Did you continuously stay on the VPN the whole time? Did you turn it off at any point? When
and Why?
Q8: How often do you check the dashboard during the study? Any difference between the beginning
and end of the study?
Q9: How can we improve the user experience of the system?

Scope Feasibility (%)

Overall 72.8

Morning 69.7

Afternoon 74.4

Evening 76.2

Night 70.8

Weekday 73.0

Weekend 72.1

Table 3. Aggregate feasibility, calculated by pooling all monitoring bins across participants. This table reflects
raw data yield, expressed as the proportion of expected bins with valid traffic.
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Figures
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Architecture of the system. All device-to-internet traffic is routed through a WireGuard VPN server hosted at NYU. While
packet contents remain end-to-end encrypted, the server captures metadata (e.g., hostnames and traffic volumes), enabling
passive behavioral analysis while preserving message and content privacy.
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Participant onboarding portal. Each participant scanned a unique QR code to automatically configure the WireGuard VPN
client and route traffic through the study server.
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Participant-facing study portal. The dashboard displays cumulative internet activity, compensation amount, and completion
code, providing real-time transparency into data collection and payments.
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Real-time table on the participant dashboard displaying hostnames contacted during app use (shown here for a YouTube
session: youtube.com, googlevideo.com, ytimg.com).
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Internet activity heatmap aggregated in 10-minute intervals over 24 hours. Rows represent study days and columns represent
time of day; color intensity indicates the percentile of observed activity.
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Hostname ? App ? Category pipeline. Domains observed in network traffic are matched against Apple’s App Privacy Report
(APR) to recover the generating app (via bundle ID), which is then linked to its primary genre using the iTunes Search API.
This process yields higher-level behavioral categories that complement app-level mappings.
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Figures
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CONSORT-style participant flow diagram, showing progression from initial recruitment through study completion.
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Calendar-aligned VPN continuity timeline. Each dot represents a 60-minute bin with VPN traffic, ordered by enrollment date.
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Day-0–aligned VPN continuity timeline. Each dot represents a 60-minute bin with VPN traffic, normalized to participants’ first
active bin.
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Box plot of NASA-TLX scores from the exit survey (n=26), illustrating participants’ perceived workload associated with
maintaining the VPN-based monitoring system in daily life. Scores are reported on a 1–21 scale (higher = greater workload).
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Temporal dynamics of overall and category-specific upload traffic for two representative participants. Each radial heatmap
shows 24 hours (angular axis) across successive days (concentric rings). Color indicates normalized traffic intensity, with red
denoting higher device usage and blue denoting lower usage. Nighttime hours (20:00–08:00) and weekends (green rings) are
marked to facilitate alignment with social schedules.
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Daily upload traffic from a researcher’s device on August 22, 2025. Background periods (e.g., sleep and work windows) are
shaded, with bursts of foreground activity visible as spikes in upload volume.
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